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People involved in the COW project
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Felix Bildhauer (SFB 632, FU Berlin)
» evaluation
> linguistic post-processing
> languages: Spanish, French, German
Roland Schéfer (German Grammar, FU Berlin)
> texrex programming
» crawler tech and development (Clara/Heidix)
» languages: Swedish, English, German, (Malay)
» Adrien Barbaresi (ENS Lyon/FU Berlin)
» crawler development/seed URL harvesting
» automatic document classification
» languages: French, German
» Sarah Dietzfelbinger (assistant, FU Berlin)

» evaluation, generating training data, ...
> languages: Turkish, German

v

Outline

Web Corpora: Benefits and Challenges
Study I: Romance VN Compounds
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We are here. ..

Web Corpora: Benefits and Challenges
Noise in web corpora: Tokenization
Noise in web corpora: Misspellings

Major advantages of web corpora

» free (but limited redistribution due to copyright)
» potentially huge compared to traditional corpora

» low-frequency phenomena
» emergent phenomena

» locally available (scripted access)
» non-standard grammar and orthography
» potentially true random samples from a population of texts

» top-level domains might actually represent national variants
(Cook and Hirst, 2012)

» none of the intrinsic problems of “Google linguistics”
(Kilgarriff, 2006)
» overview: Kilgarriff and Grefenstette (2003)
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Some problems with /objections to web corpora

v

not “balanced”

» composition only assessable after construction
» lacking some meta information

» but see advances in automatic extraction
» noisy

» foreign languages

» non-native speakers

» ads, markup, boilerplate, duplication despite cleansing
» misspellings and “performance errors” are indistinguishable

*x How web corpora are cleaned

» markup removal
» codepage conversion

» language identification (we use a method based on function
words, cf. Grefenstette, 1995)

» boilerplate removal (Baroni et al., 2008; Spousta et al., 2008)
» (near-)duplicate removal (Broder, 2000; Henzinger, 2006)
» suggested: spell-checking (Fletcher, 2011)

» post-hoc evaluation and comparison (Kilgarriff, 2001, to
appear 2012)

» assessment of composition (Sharoff, 2006)
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¢ Fixable tokenization failure

With the TreeTagger (Schmid, 1995) tokenizer,
we get these solvable problems in DECOW2012
(Schafer and Bildhauer, 2012, similar to Baroni et al., 2009):

Token | Original Context

"Hallo Laykan ?!!"Hallo horst du mich

:rolleyes :rolleyes: ja also fiir mich wars auch nix.

1y "Wie schnell rennst Du dem Geld hinterher?!" /" Join us! Fuck the Entwick-
lung einer eigenen Personlichkeit"

u.bellte Sie blieb an der Tiir stehen u.bellte ihn recht zaghaft u.unsicher an

iibernehmen."Die | alle 48 Arbeitnehmer der Gesellschaft zu iibernehmen."Die Klagerin

"Achso Ich: "Achso, das waren Sie nicht.

JUnd [..]Und die IG denkt dariiber nach

-)lrgendwie ;-)Irgendwie schon

->schnell kann’s nur weiterempfehlen ->schnell und langanhaltende Glatte

"-Diskussion die "Ich find diese Comics super!"-Diskussion

":D:D "Wie, du auch??!!":D:D

¢ True tokenization problems

Remaining “tokenization noise”
(no good solution to be expected from any tokenizer):

Token
dbellte
MH#$%&' ()*+

Original Context

louis erst mal voll erschrocken un dbellte sie an
Der  ASCIl  umfasst  folgende  Zeichen:
N4$%&’()*+,-./0123456789:;;<=>70ABC
"Den einzigen Rapper, den ich abkann, ist $Rap-
perDenlchNichtKenne. Aber der hat nen kleinen
Pimmel!"

%SystemRoot%)\System32 Die Datei  befindet sich im
"%SystemRoot%)\System32"

meine bléde Katze. die pisst mir iiberall hin aus
Trotz, iilililitiiibbbbeerrrraaaaaaalllll, die tickt
einfach nicht sauber!

$RapperDenlchNichtKenne

Ordner

liiiiiiibbbbeerrrraaaaaaalllll
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Is tokenization noise a total desaster? | Is tokenization noise a total desaster? I
> Shortcomings in tokenization tend to lead to a very h|gh Illustrative figures for DECOW2012 (partitioned into 8 SliCGS)Z
number of different types in the corpus.
» The nature of web data (misspellings, foreign language N tokens: 9,108,097,177
material, non-words) may translate into a very high number of N types: 63,569,767
types as well. N hapax legomena: 39,988,127
» Most of the these pseudo-types occur only once. N types that occur in at least 7 slices: 2,808,253
. N tokens covered by these types: 8,777,938,146 (=96.4%)
» But, trivially, not all hapax legomena are non-words.
» In DECOW2012, the list of hapax legomena includes the
following, which are fine words by all accounts: » The type count cannot be taken at face value, and
Oldruckkontrolleuchte ‘ol pressure indicator light' » the token count is not absolutely reliable either.
spiirnasenmdBig  ‘having a good nose’ i i : . , '
Birkenrindenbehalter ‘container for/made of birch bark’ » But in ordinary corpus studies, the noise just doesn’t turn up!
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Misspellings
(from DECOW2012):

Milten sah auf Lykan der iorgentwas im schalf redete:" Laykan
?11"Hallo horst du mich 7" Mllten schuttelte ihn, nix passierte er
ahute ihn eine rein

Milten sah auf Lykan der irgendwas im Schlaf redete:" Laykan
?1"Hallo hérst du mich 7" ,Mllten schiittelte ihn, nichts passierte
er haute ihn eine rein

"Milton looked at Lykan who was talking in his sleep: ' Laykan?!! '
Hello, can you hear me 7, Milten shook him, nothing happened, he
slapped him in his face"

Misspellings (I1)
DECOW2012: some spelling variants of ibernimmt (‘takes over’)

ubernimmt
iberninmmt
ibernimmnt
liberniemt
Obernimmt
ibernimnmt
ibernimmet

\4

liberniehmt
liberniemt
tibernihmt

tibernimmt

iberniommt
ibernimrnt
iberniummt
liberninnt
libernimmtt
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o Misspellings: Possible solutions Correction of misspellings
) . . . Word POS Lemma Corr.Word Corr.POS Corr.Lemma
1. Augment tagger lexicon and map spelling variants to a single
lemma:
L ) ) the DT the the DT the
> explosion in lexicon size players NNS  player players NNS player
» only allows you to search for corrected lemmas, not forms play VBP  play play VBP play
2 Repl . Il ith d Il ] . SENT . SENT .
. Replace misspellings with corrected spellings: The DT the The DT the
» destructive: loss of information in the final corpus FA NP FA FA NP FA
» prone to errors if done automatically does VBZ do does VBZ do
) ) ) . abosolutley JJ abosolutley absolutely RB absolutely
orthography: to TO to to TO to
» non-destructive: preserves original information help VB help help VB help
Clubs NNS  club Clubs NNS club
COW corpora: no solution implemented so far : : : : : :
(but #3 will be explored in the future).
Felix Bildhauer, Roland Schafer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 14/34 Felix Bildhauer, Roland Schifer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 15/34



Web Corpora
L Web Corpora: Benefits and Challenges

L Freie Universitat
Noise in web corpora: Misspellings

Web Corpora

I—Study I: Romance VN Compounds

&

A

Freie Universitat

Summary of problems

» many fixable problems

» some problems not fixable

» however: noise distributed randomly

» and: noise usually invisible in normal query results

» but: size and availability make web corpora indispensable

» now: some examples of successful work

We are here. . .

Study I: Romance VN Compounds
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Verb-noun-compounds in Romance Spanish VN-Compounds
1. list of verb forms 3. pers. sg. pres. ind.
e.g. Spanish VN-compounds 2. extract all nouns from corpus (ESCOW 2011: ca. 258M)
(formally: 3. pers. sg. pres. ind. + noun) » Examine every noun:
tocadiscos  ('record player’) » separate at (a) or {e)
rascacielos  ('skyscraper’) » look up 1st part in verb-list and 2nd part in noun-list
rompeolas  ('wave breaker’)
Noun prefix suffix
ra|scacielos ra scacielos
) . .. . rasca|cielos rasca cielos
» Study: Morphological productivity of the VN-pattern in rascacie|los rascacie los
Peninsular Spanish i
gua|(rjda;espalljas gua ; rdae:l;cpj)aldas — 3750 candidates
» Problem: How to extract all occurrences of VN-compounds guardajespaidas | guarda espaidas
guardae|spaldas | guardae spaldas
from a COFpUS? guardaespalldas | guardaespa Idas
guardaespaldals | guardaespalda | s
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Spanish VN-Compounds overview

lamebotas :
cubrebotas portagaras

”“camb|aformas°"“?»5fap'anch’i‘sr0m|33|:)|StaS

comecuras); i<

Spanish VN-Compounds with base porta

portavelas,. ...

ortamonedas

portadivisas porapesas | e ortabOblnas

portalata portacorona portaplanchas =

guardafronteras
llenapistas portabobinas "éPosaflechas t portafimas pranies
lanzabombas p|sap|stas por a a as
portallgas
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Study II: Cliticization of the German Indefinite Article

Cliticized versions of the German indefinite article

“Expected” clitic forms:
» ein Tisch (nom. masc.) = n Tisch
» ein Kind (nom. neut.) = n Kind
» einen Tisch (acc. masc.) = nen Tisch

» ein Kind (acc. neut.) = n Kind

Alternative “reanalyzed” clitics:

» nen Kind (acc. neut.)
» nen Tisch (nom. masc.)
» E.g., Vogel (2006).
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Corpus evidence Amounts of data

» Problem: Any good explanation in terms of leveling or

morphosyntactic/distributional factors crucially depends » Queried:
on the distribution of the forms. . [word="ein"%c] [pos="ADJA"]* [pos="NN"] etc.
] » [word="n"%c] [pos="ADJA"]* [pos="NN"] etc.
» Even for frequent nouns, DEWAC provides only around 10 » Results:
hits for the alternation: not enough for statistical testing. » Non-cliticized forms (total): 122,237,751
» It's an example of a rare events phenomenon. » Cliticized forms (total): 3,142,482
» No other corpus than DECOW2012 is huge enough or contains
this kind of variation.
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o Incoherent cliticization in coordination Barely enough cases

For the mixed clitic/non-clitic coordination structures, we wanted
to check for ordering preferences. There are barely enough cases for
even simple hypothesis testing:

(1) a. Phyliss Jo, hatte ich ja auch, bei mir wars eher ein
Rauschen und n Vibrieren oder so. ..
b. auf der hinfahrt gibts n quiz und ein tippspiel wo man
geile sachen gewinnen kann. ..

Constr (Dat) Freq Constr Freq (Acc)

(2) a. ich suche bei euch nach einem Newsletter oder nem einem N und einem N | 33,119 einen N und einen N 26,102
RSS-Fedd fiir die Releas-List, gibt es so was? einem N und nem N 110 | | einen N und nen N 202

. . . nem N und einem N 115 nen N und einen N 189

b. sollte ich mir welche zulegen dann nur von nem Ziichter nem N und nem N 714 nen N und nen N 1,768

oder einem Hindler mit Ziichternachweis.
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¢ Factors which favor the cliticized form

Case and gender

In the end, we could take large samples (2,000) for rare events

regression (King and Zeng, 2001) with equal numbers of clitized

and non-cliticized forms.

Using the data from the regression, we could show that
non-cliticization is preferred in those forms of the paradigm which

Predictor [ Signif | Coeff | OR are monosyllabic in the full forms anyway. Summed up coefficients
(Intercept) ¥ 10,909 | 0.403 for the predictors case and number (< 0 favors cliticization).
GenMasc *kx 0.346 | 1.414
GenNeut kK 1.536 | 4.644
CasNom #kx | 0353 | 1.425 | Fem ‘ Masc ‘ Neut
CasDat kokk 0.633 | 1.882
Adj1 *kk 0.430 | 1.538 Nom | -0.556
LeftPrp ok 0.553 | 1.739 Acc -0.909
Leftintp *kk 1.260 | 3.527
LeftSo #k% | 1045 | 0.352 Dat | -0.276
GenMasc:CasNom | *** 1.131 | 3.100
GenNeut:CasNom | = * =} 0520 | 1.683 Results: Sayatz and Schafer, 2013.
GenMasc:CasDat *¥*x 10709 | 0.462
GenNeut:CasDat *¥*x 1 .1.428 | 0.240
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Results and Outlook

Results

v

A lot of problems with web corpora (e. g., noise) are being

fixed.

» Remaining noise is not problematic for most corpus studies.

v

Scripted local access is a major advantage.
» Size can be essential.

» There is linguistically interesting variation in web corpora
which cannot be found in other corpora.

Felix Bildhauer, Roland Schafer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 30/34 Felix Bildhauer, Roland Schifer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 31/34



Web Corpora

I—Results and Outlook Freie Universitit

Web Corpora
I—Results and Outlook

Freie Universitat

&

Outlook

We are working on:
» improvement in post-processing/cleaning,
» improvement in (so far neglected) crawling strategies,
» automatic classification for post-hoc “balancing”,

» even bigger corpora
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