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Web Corpus Construction

Additional course material (up dated slides):

http://hpsg.fu- be rl in .d e/~ rs li ng /m ic ros it es /c or por a/ we bc or pus co ns tr uc ti on. ht ml

http://tinyurl.com/cgus32m

COW project page:

http://hpsg.fu- berlin.de/cow/

Download our corp ora at:

http://hpsg.fu- berlin.de/cow/do wnloa d/

Access our web interface:

http://hpsg.fu- berlin.de/cow /col ibri/

The texrex to ols:

http://sourceforge.net/project s/tex rex/
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Web Corpus Construction

People involved in the COW project

Ÿ

Felix Bildhauer (SFB 632, FU Berlin)

Ÿ

evaluation

Ÿ

linguistic p ost-pro cessing

Ÿ

CWB administration

Ÿ

languages: Spanish, French, German

Ÿ

Roland Schäfer (German Grammar, FU Berlin)

Ÿ

programming, incl. web interface to CQP

Ÿ

crawler administration (Heritrix)

Ÿ

evaluation

Ÿ

languages: Swedish, English, German, (Malay)

Ÿ

Sarah Dietzfelbinger (assistant, FU Berlin)

Ÿ

all the dirty work (evaluation, ANN training, . . . )

Ÿ

languages: Turkish, German
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Web Corpus Construction

Goals of this Course
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Web Corpus Construction

Goals of this Course

Goals of this course I

Ÿ

An intro duction to the problems of data collection for web

corp ora.

Ÿ

An overview of the single steps required in web corpus

construction (also for very large corp ora ).

Ÿ

An overview of concrete techniques commonly applied in web

corpus construction, esp. in non-linguistic p ost-pro cessing.

Ÿ

A glimpse into the problems of linguistic p ost-pro cessing of

web corp ora.

Ÿ

Some discussion of the di�cult matter of web corpus

evaluation and corpus comparison .
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Web Corpus Construction

Goals of this Course

Not goals of this course I

Ÿ

A detailed intro duction into things which p eople do with web

corp ora in Computational or Theoretical Linguistics.

Ÿ

A discussion of whether web corp ora are valid sources of data

for some research question or other.

Ÿ

An intro duction to any sp eci�c to ol kit for web corpus

construction (several ones will b e mentioned, of course).

Ÿ

Legal asp ects of web corpus construction (which vary a lot

dep ending on your country of residence).

Ÿ

Management of large corpus resources (using software such as

the IMS Op en Corpus Workb ench).
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Web Corpus Construction

Goals of this Course

Our motivation

Ÿ

We have a background in theoretical/empirical linguistics, not

computational linguistics or IR.

Ÿ

We were not satis�ed with the size and nature of existing

resources for language research, esp. for emergent phenomena,

substandard and non-standard language.

Ÿ

Even existing web corp ora are not available in some languages

we are interested in (WaCky), or they are to o small/do not

contain complete do cuments (Leipzig Corp ora).

Ÿ

We are convinced that any linguist can create corp ora several

orders of magnitude larger than established existing resources.
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Data Collection
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Web Corpus Construction

Data Collection

The Web (Graph)

Links

Ÿ

The web consists of pages and links b etween them.

Ÿ

Each page has an in-degree (no. of links to that page),

Ÿ

and an out-degree (no. of links on that page).

Ÿ

The in-degree of pages is distributed by a p ower law

(

1

a

2 : 1

according to Manning et al., 2009, 426.)

Ÿ

Pages with a higher in-degree are easier to �nd, but not

necessarily the more interesting ones for corpus construction.
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Web Corpus Construction

Data Collection

The Web (Graph)

The structure of the web

����� ���

���	

�	�
���

(Manning et al., 2009, 427)

Contrary to common intuition, Bro der et al., 2000 found that the IN, OUT,

SCC, and TENDRIL comp onents are not extremely di�erent in size. A more

detailed rep ort on the sizes: Serrano et al. (2007).
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Web Corpus Construction

Data Collection

The Web (Graph)

Inaccessible web content (deep web)

Ÿ

explicitly hidden from spiders

(Rob ots Exclusion, intentional fo oling/sp o o�ng)

Ÿ

requiring login

(so cial networks, some forums, intranet gateways)

Ÿ

in-degree � 0

Ÿ

in-degree ¡ 0, but to o far away from any seed URL

(which are mostly search-engine indexed pages;

dep ends on crawling strategy)
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Web Corpus Construction

Data Collection

The Web (Graph)

Static and dynamic web content

Ÿ

By de�nition, static web content is any page which is not

generated by a database/content generation system, but

edited manually.

Ÿ

To day, most content is dynamic (CMS, blogs, etc.), and the

static/dynamic distinction should not play a great role in

crawling for corpus construction.

Ÿ

The problem is rather the separation of (static or dynamic)

linguistically relevant from irrelevant content (time tables,

pro duct listings, etc.).
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Web Corpus Construction

Data Collection

The Web (Graph)

Top-level domains and national dialects

Ÿ

It is common practice to crawl national TLDs for content in

the corresp onding national language.

Ÿ

Co ok and Hirst (2012) conclude that the TLDs for .ca and

.uk indeed represent national variants of English.

Ÿ

Metho ds used: keyword comparison with existing corp ora

(Kilgarri�, 2009), sp elling variants .

Ÿ

Problems with TLD crawls:

Ÿ

In some countries, .com has a high prestige:

http://elpais.com , http://www.lavanguardia.com/ ,

http://www.marca.com/

Ÿ

TLDs of countries with more than one national language (e. g.,

Indonesia) yield relatively fewer results in the target language.
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Searching and Crawling

Ÿ

Our goal for general-purp ose web corp ora: Attempt a random

sample from the linguistically relevant do cuments on the

non-deep web.

Ÿ

Even if you need sp ecial-purp ose corp ora (from certain content

domains, etc.), by now it is p ossible to build corp ora so large

that you can later extract sp ecial corp ora from the large

master corp ora .

Ÿ

Two strategies have b een used:

Ÿ

Bo otCaT metho d : Send random n-tuple queries to search

engines and retrieve the do cuments returned as search results.

Ÿ

Crawling : Get some seed URLs (mayb e using Bo otCaT

metho d) and run a crawler.

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 14/249



Web Corpus Construction

Data Collection

The Bo otCaT metho d

Work�ow for the Bo otCaT metho d I

Ÿ

The random-tuple-metho d go es back to Bharat and Bro der

(1998), as far as we know, but Bar-Yossef et al. (2000) is also

cited very often.

Ÿ

In the SE literature, it is often applied as part of techniques to

estimate and compare search engine indexes, their sizes and

weights.

1. Get a frequency list of content words from an existing corpus.

2. Because the web vo cabulary is di�erent from, e. g., the

vo cabulary in the BNC, it is a go o d idea to b o otstrap the

frequency list from a previous and recent web corpus.

3. Select mid-frequency terms from the list ( seed words ).
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Work�ow for the Bo otCaT metho d I I

4. Permute the seed words to form random and unique n-tuples

(usually 3- or 4-tuples), the seed tuples .

5. Send the seed tuples as search queries to a search engine and

retrieve the �rst m results for each tuples, the seed URLs .

6. Make the results unique either on the URL or host level.

7. Download the do cuments.
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Advantages of the Bo otCaT metho d

Ÿ

simple

Ÿ

fast

Ÿ

can b e used to construct sp ecial-purp ose corp ora by using

sp eci�c vo cabulary for queries

Ÿ

implemented in user-friendly GUI to ol :

http://bootcat.sslmit.unibo.it/
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Problems with the Bo otCaT metho d

Ÿ

only for (relatively!) small corp ora

Ÿ

might violate p oliteness conventions if implemented naively

Ÿ

ranking algorithms of SEs ñ totally unknown biases

Ÿ

After Bing's shutdown of the free API, there is no search

engine left which allows retrieving lots of query results for free.

Ÿ

Background:

Ÿ

Go ogle and Yaho o shut down their free API a long time ago.

Ÿ

You cannot use curl or wget to retrieve normal search result

pages and parse them to extract the links, b ecause your IP will

get banned very quickly, and many search engines don't even

serve to ols like curl .
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Problems with search engines

Ÿ

sp onsored results , sp onsored ranking

Ÿ

favor precision over recall w. r. t. search engine user's needs

(not linguist's needs)

Ÿ

intentional non-comprehensiveness

Ÿ

discard/expand search terms

Ÿ

duplicate results (cf. next slide)

Ÿ

(Manning et al., 2009, 429� )
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Search engines and di�erent TLDs

Yield of unique URLs/returned URLs from Bing for some TLDs.

For each TLD, we askled for 10 results for each of 100,000 4-tuples.

DECOW2012 ESCOW2012 MYCOW2012 SECOW2012

Unique URLs with Bing/BootCaT method

Corpus/TLD

ra
tio
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e 
U

R
Ls

 in
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ul

ts
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0
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0.
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Example from UKCOW2011 seed tuples

glorious discretion virtually unhappy

circles texts ingredients procurement

bothered eastern sponsorship monitored

attracted muslim part-time bars

enhance keys continued report

settings watch floors briefly

lucky seating fear sleeping

expectation participate please sectors

publication moves latter biological

height capable percent tricky
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Top-ranked Go ogle results for some tuples

On July 31, 2012. . .

queried using a Swedish Firefox. . .

from a German IP:

glorious discretion virtually unhappy

Dancing in the Glory of Monsters Jason Stearns[1]

Dancing in the Glory of Monsters Jason Stearns[1] - Free eb o ok download as . . . and could

legislate by decree and change the constitution at his discretion . . . . a fanciful spiritual

order that sold banking licenses in the name of a virtual state. . . . was hospitalized in South

Africa�and was obviously unhappy with the question.

www.scrib d.com/. . . /Dancing-in-the-Glory-o f-. . . � Cachad
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Top-ranked Go ogle results for some tuples

On July 31, 2012. . .

queried using a Swedish Firefox. . .

from a German IP:

circles texts ingredients procurement

PureCircle: high purity stevia volumes up 20% plus

9 Jul 2012 . . . Carb ohydrates and �bres (sugar, starches) · Cereals and bakery preparations ·

Cho colate and confectionery ingredients · Cultures, enzymes, yeast . . . Text size Print Email

. . . High purity stevia volume sales at PureCircle have increased by . . . kindly send me details

of pro curing go o d quality stevia extract in . . .

www.fo o dnavigator.com/. . . /PureCircle-High-p. . . � Cachad
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Smaller TLDs as a test case?

Meta-search engine http://www.etools.ch ; 10,000 4-tuples from

Celex word forms, 127,910 URLs harvested, 70,897 of them unique

(55.43%). The table shows the top 15 returned pages and how

often they were returned.

3947 http://www.let.r ug .n l/ �va nn oo rd /f tp /Du tc hB ri ll Tag gi ng /E nt ire _C or pu s/ BIG WO RD LI ST

2768 http://www.ai.ru g. nl /v aki nf or ma ti e/ PTe nS /p ra ct /do cs /t ot ra nk. tx t

2682 http://hmi.ewi.u tw en te .nl /s pr aa kg ro ep/ ca pi ta _s ele ct a/ po dc ast _o ov /b n- bas el in e. un ti l31 08 06 .5 1K .v2 .v oc ab

2022 http://www.ntg.n l/ sp el lin g/ la ti n1 /w oor de n. mi n

1293 http://www.ntg.n l/ sp el lin g/ la ti n1 /w oor de n. me d

1088 http://anw.inl.n l/ do c/ lem ma li js t% 20 15% 20 pl us .t xt

1021 http://anw.inl.n l/ do c/ ful ll em ma li st .tx t

959 http://www.ekudo s. nl /a rti ke l/ ni eu w? url =$ hr ef &a mp; ti tl e= $t itl e& am p; de sc= $l ea d

948 http://homepages .c wi .n l/� jv e/ le xs em /Le mm a_ Po s_ Frq _C GN .l st

762 http://www.ntg.n l/ sp el lin g/ ib mp c4 37 /wo or de n. mi n

650 http://www.win.t ue .n l/ �ke es h/ do ku wi ki/ li b/ ex e/ fet ch .p hp ? ...dutchwords.t xt

603 https://www.os3. nl /_ me dia /2 00 8- 20 09 /st ud en ts /w ill em _t oo ro p/w oo rd en .t xt

591 http://www.ai.ru g. nl /n l/v ak in fo rm at ie/ PT en S/ pr act /d oc s/ to tra nk .t xt

534 http://ens.ewi.t ud el ft .nl /d on au /g ro ene _b oe kj e

364 http://www.let.r ug .n l/ �va nn oo rd /f tp /Du tc hB ri ll Tag gi ng /E nt ire _C or pu s/ BIG BI GR AM LI ST

343 http://frii.nl/o ut fi le .tx t

331 https://www.os3. nl /_ me dia /2 00 8- 20 09 /st ud en ts /t aar ik _h as sa nma ho me d/ bl ok2 /s sn /p ra ct icu m/ op dr ac ht_ 2/ du tc h. txt

313 http://www.ai.ru g. nl /v aki nf or ma ti e/ PTe nS /d oc s/ tot ra nk .t xt

309 http://www.ntg.n l/ sp el lin g/ ib mp c4 37 /wo or de n. me d

275 http://www.let.r ug .n l/ �va nn oo rd /f tp /Du tc hB ri ll Tag gi ng /E nt ire _C or pu s/ TRA IN IN G. LE XI CON
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Alternative I: Wikip edia

Ÿ

Seed URLs are also required for the crawler metho d, so

alternatives to search engines are needed.

Ÿ

One option available for many languages:

Ÿ

Send rep eated random requests to Wikip edia :

http://en.wikipedia.org/wiki/Special:Random

Ÿ

Extract all links p ointing to non-Wikip edia hosts and use as

seed URLs.

Ÿ

advantages: no blacklisting , (mayb e) balanced subject-wise

Ÿ

problem: not so many out-links in Wikip edia, a certain bias

towards libraries and bibliographies, PDF links

Ÿ

recommended: make results unique on the host-level.
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Web Corpus Construction

Data Collection

The Bo otCaT metho d

Alternative I I: Web directories and top lists

Ÿ

There are other ways to generate seed URLs:

Ÿ

Top lists like http://www.alexa.com/topsites allow you to

retrieve the top sites by country.

Ÿ

Web directories like http://www.dmoz.org/ o�er links to

sites organized by subject. Either you take single URLs from

random subjects, or select whole subject categories for

domain-sp eci�c corp ora.
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Web Corpus Construction

Data Collection

The crawler metho d

Advantages of the crawler metho d

Ÿ

corp ora of virtually unlimited size

Ÿ

do es not dep end on search engine ranking algorithms

Ÿ

available software able to retrieve full pages (not just HTML)

Ÿ

available software resp ects p oliteness conventions
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Web Corpus Construction

Data Collection

The crawler metho d

Problems with the crawler metho d

Ÿ

still needs seed URLs

Ÿ

crawlers need a lot of resources

Ÿ

complicated software con�guration

Ÿ

crawls can go wrong (examples b elow)
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Web Corpus Construction

Data Collection

The crawler metho d

Work�ow for the crawler metho d

Ÿ

Get seed URLs (cf. Bo otCaT metho d or alternatives ab ove).

Ÿ

Con�gure a crawler to retrieve

Ÿ

HTML data

Ÿ

from a certain TLD

Ÿ

starting with the seed URLs.

Ÿ

Op en-source examples:

Ÿ

Heritrix

http://webarchive.jira.com/wiki/display/Heritrix

Ÿ

Nutch

http://nutch.apache.org/
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Web Corpus Construction

Data Collection

The crawler metho d

What to download

Ÿ

The majority of text content on the WWW comes from

HTML, XML (RSS), PDF, and minor formats like DOC(X)

and ODT.

Ÿ

HTML and XML are the easiest formats when it comes to

text�layout separation/text extraction.

Ÿ

But if you want to preserve layout, HTML needs a lot of CSS,

JS, JPG, PNG, etc. to b e downloaded as well, while the other

formats are self-contained.

Ÿ

Compromise: HTML + CSS usually allows you to view the text

blo cks in their intended p ositions with low storage fo otprint.
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Web Corpus Construction

Data Collection

The crawler metho d

� Comp onents of a crawler

(See Manning et al., 2009, chapter 20 for a full intro duction.)

Ÿ

Fetcher : A massively multi-threaded comp onent which

downloads do cuments corresp onding to URLs in the frontier .

Ÿ

Parser : A comp onent which extracts new URLs from web

pages (at least from <a> tags).

Ÿ

URL Filters : Discard URLs which are duplicate or which do

not conform to certain criteria (length, blacklisted hosts,

rob ots exclusion, etc.).

Ÿ

Frontier : Co de and data structures which store, prioritize

URLs and �nally pass them to the fetcher.

Ÿ

Real-world crawlers get more complex due to p erformance

optimizations, distributed architectures, p oliteness p olicies, etc.

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 31/249



Web Corpus Construction

Data Collection

The crawler metho d

� What makes a crawler slow

Ÿ

Most of the time, threads wait for fetch results, so use very

large thread p o ols (100 or more).

Ÿ

A lot of threads require a lot of RAM (8 GiB or more).

Ÿ

Usually, the threads also harvest the links, for which they also

need some CPU p ower.

Ÿ

The frontier data grows out of prop ortion (10

8

and more URLs

for large corpus crawls) and cannot b e kept in RAM, so there

is a lot of disk access, and searches in databases get slower

over time. Therefore, lo cal disk space is b etter than NFS etc.

Ÿ

Using (very fast server-grade) lo cal storage for FRCOW2012

and NFS storage for SECOW2012, we �nished the FRCOW

crawl in 8 days and the SECOW crawl in 24 days (each crawl

gathered 4�5 TiB).
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Web Corpus Construction

Data Collection

The crawler metho d

Crawl progression and crawler traps

Ÿ

A crawl runs for many days, weeks or months.

Ÿ

A crawler can get caught in lo cal sub-graphs of the whole web

graph (cf. SECOW2011 host bias b elow) when a cluster of

web pages is strongly inter-linked (some blog communities ).

Ÿ

Crawler traps can b e accidental or malicious.

Ÿ

Classical accidental trap example: An online calendar

auto-generating links to consecutive months until the year 10

n

.

Ÿ

When crawling without informed prioritization, the crawl will

yield less and less linguistically interesting data .

Ÿ

The seeds (like all search engine results) are biased towards

informative web pages with rich content.
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Web Corpus Construction

Data Collection

The crawler metho d

Real-time log observation

2012-06-13T12:0 8: 20 .3 00 Z 302 260 http://scrapla gr et .b lo gsp ot .c om /2 011 /0 4/ ut ma ni ng- ap ri l ...

2012-06-13T12:0 8: 20 .3 01 Z 200 4969 http://www.okh al le n. se /De fa ul t. as p?p =2 03 2& pa ge Com me nt I ...

2012-06-13T12:0 8: 20 .3 13 Z 302 0 http://www.kat ol sk vi si on. se /b lo g/ wp- tr ac kb ac k. php ?p =5 6 ...

2012-06-13T12:0 8: 20 .3 39 Z 302 306 http://viktort ra pp st eg .bl og sp ot .c om/ se ar ch ?u pd ate d- ma x ...

2012-06-13T12:0 8: 20 .3 46 Z 200 40495 http://barnsho pp in g. se /pr od uc t/ ba rnk la de r/ ov er del ar -b a ...

2012-06-13T12:0 8: 20 .3 47 Z 200 79163 http://www.sil ve rb ul le t.s e/ pr od uc t_i nf o. ph p? cP ath =5 34 & ...

2012-06-13T12:0 8: 20 .3 50 Z 200 504 http://www.peu ge ot cc .s e/f or um /w nd .ph p? f= 3& go =1 0&u =4 96 5 ...

2012-06-13T12:0 8: 20 .3 51 Z 200 6958 https://www.fi ka me ra .s e/F as tL og in .as px ?q =h tt ps :// ww w. f ...
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Yield of crawls using few and many seeds

Using very few seeds do es not necessarily mean signi�cantly less

corpus data.

(�p o or� means 10 seed URLs, �rich� means over 10,000 seed URLs)
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Pre-fetch �ltering and normalization

Ÿ

scop e restriction to a host, server or TLD

Ÿ

reject to o many segments (separated by /) in path

Ÿ

blacklisted host (e. g., ad servers)

Ÿ

blacklisted IP

Ÿ

reject proto cols/logins

(no https , no login information in URL)

Ÿ

reject obviously wrong �le typ e ( .avi , .flv , .pdf , etc.)

Ÿ

excluded by robots.txt

Ÿ

make URL canonical (all lowercase, remove sessionid etc.)
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Post-fetch �ltering

The following prop erties/�lter criteria can only b e examined after

the do cument has b een fetched:

Ÿ

HTTP resp onse (only 200 � success and mayb e 302 � redirect )

Ÿ

MIME typ e (only text/html )

Ÿ

�le size (not smaller than, not larger than)

Ÿ

p erfect/near-duplicate content (hash value)
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Politeness I

Ÿ

If a crawler is imp olite to a server, the server will so oner or

later blo ck the crawler.

Ÿ

Also, exp ect to receive emails with complaints from admins,

even if you are p olite.

Ÿ

Minimal requirements:

Ÿ

Send a user-agent header which identi�es your crawler and

which p oints to a web page explaining ab out your project, e. g.:

berlin-fu-cow (+http://hpsg.fu-berlin.de/cow)

Ÿ

Have only one connection p er host op en at a time,

Ÿ

and insert a delay (3�5s) in b etween requests to a single host.

Ÿ

Mayb e set a host quota such that your crawler fetches a

certain maximum of pages p er host.
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Politeness I I

Ÿ

Resp ect the rob ots exclusion standard : Admins can ask certain

crawlers (identi�ed by user-agent ) to leave certain areas of

the host in p eace. Check /robots.txt .

Ÿ

For p erformance reasons, rob ots exclusion information should

b e cached.
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Samples from a robots.txt

User-agent: *

Disallow: /cgi-bin/

Disallow: /bz/

Disallow: /HPSG-Bib/bin/

Disallow: /HPSG-Bib/Change/

Disallow: /HPSG-Bib/submit_ex.html

Disallow: /�stefan/cgi-bin/

User-agent: Googlebot

Disallow: /Software/TS/tsdb-import

Disallow: /mailman/

Disallow: /kalender/

Disallow: /pipermail/

Disallow: /Software/Grammix/Images/

Disallow: /*.iso$

User-agent: berlin-fu-cow

Disallow: /cow/crawler/leaveme/
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Things you might read ab out yourself. . .

Bots can b e divided into b enevolent and malicious ones. The �rst kind visits in the

name of resp ectable search engines like Go ogle, Yaho o or Bing. The second kind acts

in the name of all kinds of companies and organizations with obscure interests, some

even with criminal intent. [. . . ] It's an eternal struggle with the second kind, [b ecause]

some of them attempt to devour all they can. [. . . ] An extreme variant of the second

kind sticks to its victim like a limp et. They download everything without apparent

interest in the contents. It is their only target to strain a web site with an immense

numb er of requests until it breaks down, such that other visitors cannot access it

anymore. Such a brutal demolition of a web site I have to call dirty, mayb e even

criminal. I received such a disgusting visit last night [b etween 20:24 and 01:44]. [The

electronic vacuum cleaner accessed � b elieve it or not � 2,696 pages in 5 hours.] (Note

FB/RS: One page every 6.5 s.) [. . . ] [The organization b ehind the attack turned out

to b e the FU Berlin.] Had it b een a criminal, I wouldn't have lost a word ab out it.

[. . . ] Something is rotten in the state of Germany, esp ecially at the FU Berlin.

(Translated from http://www.bernds- jour nal. de . . . a site without a robots.txt )
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A p ositive counter-example

From the robots.txt of

http://www.hotelopia.es/robots.txt :

# COW - Proyecto universitario que escanea webs.

# De todas maneras no va a obtener mucha

# informacion de nuestra web

# http://hpsg.fu-berlin.de/cow/

User-agent: berlin-fu-cow

Disallow: /
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Host bias

Host diversity

Ÿ

By hyp othesis, a web corpus is b etter (at least more diverse) if

it contains do cuments from a larger numb er of di�erent hosts.

Ÿ

There are many hosts which serve a lot of do cuments , and

these do cuments have a high in-degree . This can result in the

do cuments-p er-hosts distribution also following a p ower-law,

esp. if you strongly rely on search engine results. . .

Ÿ

. . . or use a sub optimal crawling strategy, cf. b elow.

Ÿ

Additionally: We can also ask how strongly the seeds-p er-host

distribution in�uences the do cument distribution in the �nal

corpus.

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 43/249



Web Corpus Construction

Data Collection

Host bias

Host bias

On the following slides, we plot cumulatively for several web

corp ora:

Ÿ

the prop ortion r of do cuments (y-axis) which were served by

the n most frequent hosts in the sample (x-axis) (maximally

10,000 hosts)

Ÿ

for the �nal corpus (orange line)

Ÿ

and the seed set (Yaho o or Bing; red line)

Ÿ

plus the prop ortion of do cuments in the corpus coming from

the n most frequent hosts in the seed set (green line).

Ÿ

The x-axis is shorter than 10,000 if either the resp ective seed

set or the corpus contains do cuments from less than 10,000

hosts.
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Host bias for deWaC
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Host bias for DECOW2012
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Host bias for SECOW2011
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Obviously, host bias can mean strong content/genre/style bias:

75.5% of do cuments from http://www.blogg.se

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 48/249

http://www.blogg.se


Web Corpus Construction

Data Collection

More on Crawling Strategies

State-of-the-art?

Ÿ

�The crawls are p erformed using the Heritrix crawler, with a

multi-threaded breadth-�rst crawling strategy; they are

stopp ed after 10 days of continuous running.� (Baroni et al.,

2009, 214)

Ÿ

�[. . . T]he crawl, using a breadth-�rst strategy, got stuck trying

to exhaustively harvest the few hosts strongly represented in

the seeds.� (Schäfer and Bildhauer, 2012, 487)

Ÿ

Is breadth-�rst crawling really a wise idea?
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Breadth-�rst I

Ÿ

Arguably, breadth-�rst is the simplest strategy of URL

ordering/queuing in a crawl:

1. First, gather all seed URLs.

2. Exhaustively harvest all URLs from all downloaded pages.

3. Queue all harvested URLs in the order they were harvested .

4. Rep eat until disk is full.

Ÿ

Politeness restrictions and other complications of

multi-threaded crawlers might slightly sp oil the pure

breadth-�rst strategy in real life.
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Breadth-�rst I I

Ÿ

Although Najork and Wiener (2001) have found that BF

crawls manage to retrieve relevant pages early in the crawl (a

design goal for some search engine applications), BF do es

probably intro duce the heaviest biases of all crawling strategies

(cf. also simple host bias measures ab ove).

Ÿ

Cf. Kurant et al., 2011, sec. 6 and references cited therein on

the unknown biases intro duced by breadth-�rst crawling.
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Web Corpus Construction

Data Collection

More on Crawling Strategies

PageRank I

Ÿ

Intro duced by Brin and Page (1998), and it was one of the the

key initial ideas b ehind Go ogle.

Ÿ

The original pap er is reasonably accessible, but try also

Manning et al. (2009) or other pap ers with

summaries/discussion of PageRank like Baeza-Yates et al.

(2005).

Ÿ

The original PageRank (and many re�nements) is the attempt

to provide a b etter measure of a page's relevance than its mere

in-degree:

Ÿ

A PageRank of a page is high if it is linked to by many pages

with a high PageRank .

Ÿ

Pages with few outlinks contribute more to the PageRanks of

the pages they link to .
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Web Corpus Construction

Data Collection

More on Crawling Strategies

PageRank I I

Ÿ

The PageRank R of a page p is the equilibrium probability

that a Markovian random walker through the web graph is on

page p .

Ÿ

From each page p the walker follows an out-link from p with a

�xed probability 1 � d , or jumps to a random page with

probability d .

Ÿ

Reasonable values for d are usually assumed to b e b etween

0 :10 and 0 :15.

Ÿ

The random jumps avoid accumulation of PageRank by pages

(in OUT) without re-distribution of that PageRank, and they

take the walker out of sinks.
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Web Corpus Construction

Data Collection

More on Crawling Strategies

PageRank I I I

Ÿ

The de�nition of PageRank R of page p with �xed jumping

probability d , where N is the total numb er of web pages, and

p

1 :: k

are the pages that link to p , and C p p

n

q is the numb er of

out-links on p

n

:

R p p q �

d

N

� p 1 � d q

k

°

i � 1

R p p

i

q

C p p

i

q

Ÿ

Actual calculations of PageRanks involve intermediate-level

linear algebra, cf. Manning et al. (2009) or Bryan and Leise

(2006).
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Sampling by random walks

Ÿ

A random walk crawl is essentially the implementation of the

theoretical walker from PageRank theory in the form of a

crawler.

Ÿ

The (pseudo-)random jumps can b e implemented by using

randomly selected URLs harvested earlier in the crawl, by

querying search engines using the metho d describ ed by Bharat

and Bro der (1998), etc.

Ÿ

Henzinger et al. (1999) show that random walks (not

surprisingly) result in a distribution which mirrors the

PageRank distribution, so random walks do not generate URLs

according to a uniform distribution .
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Data Collection

More on Crawling Strategies

Example of a simple graph

The transition probability is always distributed equally b etween the

outlinks of each no de.

E

A B

C D
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Transition matrix for that graph without random jumps

E

A B

C D

A B C D E

A 0 0 0 0 1

B 0 0 0.5 0 0.5

C 0.5 0 0 0.5 0

D 0 0.5 0 0 0.5

E 0 0 1 0 0
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Transition matrix for that graph with random jumps

d � 0 :15

E

A B

C D

A B C D E

A 0.03 0.03 0.03 0.03 0.88

B 0.03 0.03 0.455 0.03 0.455

C 0.455 0.03 0.03 0.455 0.03

D 0.03 0.455 0.03 0.03 0.455

E 0.03 0.03 0.88 0.03 0.03
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Correcting for biases in random walks I

Henzinger et al. (2000) made an early suggestion to correct for the

PageRank bias in a random walk and obtain b etter near-uniform

samples (= samples where each page p has equal probability of

b eing sampled). The idea is to take a corrected sample from the

results of a random walk .

Ÿ

They p erform a random walk (RW) of a p ortion of the web.

Ÿ

During the RW, pages with a high page rank had a high

probability of b eing crawled, so their probablity of b eing

sampled from the crawled pages must b e lowered.

Ÿ

So �rst, the PageRank of a crawled page R p p q is estimated via

its visit ratio VR p p q during the RW:

R p p q � VR p p q �

numb er of times p was visited

length of the walk
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Correcting for biases in random walks I I

Ÿ

From the (PageRank-biased) crawl, a sample is taken using a

correction which is inversely prop ortional to the PageRank of a

page. Mathematically:

Pr p p is sampled q � Pr p p is crawled q� Pr p p is sampled | p is crawled q

Ÿ

Pr p p is sampled q should b e the same for all pages.

Ÿ

They estimate the following for the �rst term on the

right-hand side, where L is the length of the crawl:

Pr p p is crawled q � L � R p p q � L � VR p p q

Ÿ

For Pr p p is sampled | p is crawled q , they only state that:

Pr p p is sampled | p is crawled q9 R p p q

� 1
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Web Corpus Construction

Data Collection

More on Crawling Strategies

Correcting for biases in random walks I I I

Ÿ

They sample from the results of the random walk using a

skewed probability distribution over all crawled p

n

such that

the probability of drawing p

n

is inverse to its (estimated)

PageRank.

Ÿ

In the end, we get:

Pr p p is sampled q � L �

VR p p q

VR p p q
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Data Collection

More on Crawling Strategies

A simple example

Visits of p

1

::p

6

in a crawl with L � 10:

Page Visits VR VR

� 1

Pr (sampled from crawl)

p

1

4 0 :4 2 :5 0 :053

p

2

2 0 :2 5 0 :106

p

3

::p

6

1 0 :1 10 0 :213
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Web Corpus Construction

Data Collection

More on Crawling Strategies

� More advanced sampling techniques

Ÿ

The metho d by Henzinger et al. (2000) still leaves a certain

bias towards pages with high in-degrees.

Ÿ

Bar-Yossef et al. (2000) present a metho d which assumes that

the web graph is undirected (i. e., that one can follow links

backwards). They use SE queries to �nd reverse links. Still

biased.

Ÿ

Rusmevichientong et al. (2001) develop a metho d called

directed sample which delivers b etter randomness.

Ÿ

Gjoka et al. (2011) compare some advanced metho ds to

breadth-�rst (on the Faceb o ok graph), including

Metrop olis-Hastings Random Walks (MHRW) and

Re-Weighted Random Walk (RWRW). Results paint a subtle

picture.
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Web Corpus Construction

Post-Pro cessing

We are here. . .

Goals of this Course

Data Collection

Post-Pro cessing

Amounts of Data

Performance Issues

Simple Cleanups and Conversions

Typ es of Data to b e Collected

DOM-based or Shallow

Co depages and entities

Minor cleanups

Boilerplate Removal

Language Identi�cation and Beyond

Language Identi�cation

Connected Text

Perfect Duplicate Detection

Do cument Hashing

Near-Duplicate Detection

Jaccard Co e�cients

w-Shingling

Options and Alternatives

Linguistic Issues

Evaluation

Linguistic Applications
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Web Corpus Construction

Post-Pro cessing

Numb ers of do cuments removed by di�erent algorithms

Algorithm Do cuments Percentage

Threshold 93,604,922 71.67%

Language 16,882,377 12.93%

Perfect dup. 3,179,884 2.43%

Near dup. 9,175,335 7.03%

Total 122,842,518 94.06%
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Post-Pro cessing

Amounts of Data

A web page I
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Post-Pro cessing

Amounts of Data

A web page I I
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Post-Pro cessing

Amounts of Data

A web page I I I
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Post-Pro cessing

Amounts of Data

Full source co de of that HTML page

Content text is marked in yellow.
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Post-Pro cessing

Amounts of Data

Ratio of input and output I

Ÿ

Most of a web page is markup, style sheets, scripts .

Ÿ

A lot of the content is unusable content (i. e. b oilerplate)

Ÿ

Most of the web pages are unsuitable for a corpus right away:

Ÿ

soft 404 errors,

Ÿ

to o short,

Ÿ

just a Flash inclusion, . . .

Ÿ

Some pages contain only or to o much material in the wrong

language .

Ÿ

Roughly 50% of what remains is duplicate material entirely or

in parts.

Ÿ

For the COW2012 corp ora, we ended up with 2.5% of the

original amount of data .
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Post-Pro cessing

Amounts of Data

Ratio of input and output I I

Ÿ

The �nal 9.1 billion token DECOW2012 needed roughly 3.8

TiB of raw text. . .

Ÿ

. . . which means we started with 0.95 TiB of gzipp ed data.

Ÿ

All cleansing steps increase the required storage amount if you

don't delete previous stages.

Ÿ

As a rule of thumb, have at least 2 TiB ready to build a corpus

of roughly 10 billion tokens .
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Post-Pro cessing

Performance Issues

� Compression

Ÿ

Crawlers like Heritrix compress their archive �les with gzip or

similar.

Ÿ

To pro cess, you can either:

Ÿ

decompress everything, pro cess it, re-compress it (a waste of

space and time);

Ÿ

decompress a single �le, pro cess it, re-compress it, etc. (a

waste of time);

Ÿ

use a virtual �le system/a programming library which allows

you to transparently decompress on-the-�y while reading

(recommended, e. g., using zlib ).
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Post-Pro cessing

Performance Issues

� Memory and storage

Ÿ

Cleaning algorithms need relatively small amounts of RAM.

Ÿ

Perfect deduping might require large hash tables in RAM .

(The memory fo otprint dep ends heavily on the

implementation.)

Ÿ

Hard drive storage should b e as fast as p ossible (no NFS etc.).

Ÿ

Do not use databases like SQLite for shingle storage!

(. . . not even with BEGIN/END TRANSACTION )
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Post-Pro cessing

Performance Issues

� Parallelization

Ÿ

Even if you use inexp ensive algorithms where p ossible, data

pro cessing for giga-token corp ora can take many days.

Ÿ

Simple parallelization scheme for p er-do cument jobs:

1. reader/do cument splitter thread, pushing do cuments to a

�thread-safe� queue,

2. n worker threads p opping do cuments from the queue, doing

their job and pushing them to second queue,

3. writer thread, p opping batches of do cuments from second

queue and writing them to output �le.

Ÿ

The writer thread should get high priority b ecause if the

second queue is full, the worker threads cannot do their job.

Ÿ

At least shingle generation (cf. deduping b elow) should b e

parallelized.

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 74/249



Post-Pro cessing

Simple Cleanups and Conversions

Typ es of Data to b e Collected

Simple extraction metho ds

Ÿ

Assuming GNU/Linux or similar:

Ÿ

pdftotext (from xpdf )

(fails on mangled enco dings as in L

A

T

E

X PDFs)

Ÿ

odt2txt

Ÿ

html2text (even some co de page conversion capabilities)

Ÿ

Problems with all ab ove:

Ÿ

layout is completely lost

Ÿ

imp ossible to extract features for b oilerplate removal, deduping

etc. from markup
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

Basics of (X)HTML and XML

Ÿ

For our purp ose, the di�erences b etween the three main

p opular markup languages don't matter.

Ÿ

The markup consists of single tags like <br /> or <br> . . .

Ÿ

. . . and containers with op ening and closing tags <div></div> .

Ÿ

Tags can have attributes <div style="maincontent"> .

Ÿ

Inline-scripts are enclosed in sp ecial containers

<script type="text/javascript"></script> .

Ÿ

We need to get rid of the markup, but also collect some

features from it in the pro cess.
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

The Do cument Object Mo del (DOM)

Ÿ

The DOM is a standardized API sp eci�cation for representing

full parses of HTML and XML do cuments.

Ÿ

W3C o�cial site: http://www.w3.org/DOM/

Ÿ

All mo dern programming languages o�er a DOM library.

Ÿ

DOM implementations which conform to the standard should

b e identical in their b ehavior (except for notational variants of

the underlying programming language).
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

DOM trees

do cument

element element . . .

attribute attribute text . . .

<document> ...

<element attribute=... attribute=...>text</element>

<element>...</element>

...</document>
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

DOM-based text extraction

Ÿ

All content text is contained in text no des .

Ÿ

Simply read the whole do cument into a DOM structure, which

is usually as easy as (e. g., FreePascal):

MyDOM := TDom.Create('filename.hmtl');

Ÿ

Traverse the tree , extract all text no des. . .

Ÿ

. . . but p ossibly also some context like:

Ÿ

containing containers

Ÿ

attributes of contextual elements

Ÿ

statistics like ratio of text and markup
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

Shallow HTML removal

Ÿ

DOM-based metho ds are relatively complex/costly :

1. parse the whole do cument,

2. create comp onent hierarchy,

3. traverse the tree.

Ÿ

Correct HTML/XML is, however, simple and context-free .

Ÿ

Also, we actually don't need a full parse if our goal is markup

removal.

Ÿ

A very shallow approach might do as well.
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

� Basic structure of a shallow HTML remover

1. Read the do cument character-wise,

2. whenever < o ccurs, start storing characters into a bu�er (e. g.,

tag ) until next blank,

3. then discard everything until > ,

4. if tag is a container which you want to drop like <script> ,

Ÿ

keep discarding,

Ÿ

until you �nd </tag> (ex. </script> )

else

Ÿ

store characters as content text into text bu�er

5. go to 2 until do cument end. . .
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Post-Pro cessing

Simple Cleanups and Conversions

DOM-based or Shallow

Faulty HTML

Ÿ

Unfortunately, real-world HTML is known to b e the messiest

markup co de around .

Ÿ

It is relatively easy to build a panic mechanism into the simple

HTML stripp er, causing it to discard the do cument on errors.

However, that means you lose a lot of data.

Ÿ

Sp ousta et al. (2008) suggest using a program/library like

HTML Tidy ( http://tidy.sourceforge.net/ ) b efore the

actual HTML removal.

Ÿ

For COW2012, we got very far with some hacks to the shallow

stripp er and without tidying (but might decide to use it in the

future).
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Post-Pro cessing

Simple Cleanups and Conversions

Co depages and entities

From ASCI I to ISO to UCS I

Ÿ

It's all ab out which co des (numb ers) represent which

characters (cf. any intro duction to UNICODE, such as Korp ela

(2006)).

Ÿ

ASCI I was there �rst: 7 bit, 128 characters (incl. control

characters), approximately the English typ e writer.

Ÿ

ISO8859 enco dings extend this to 8 bit, 256 characters , the

second blo ck of 128 characters varies .

Ÿ

Unico de: UCS-2 extends ISO8859-1 to 16 bit, 65,536

characters ,

Ÿ

Unico de: UCS-4 extends UCS-2 to 32 bit, theoretically

4,294,967,296 characters (by standardization far less).
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Post-Pro cessing

Simple Cleanups and Conversions

Co depages and entities

From ASCI I to ISO to UCS I I

Ÿ

In practice, things are complicated by:

Ÿ

the di�erent upp er blo cks of ISO8859-enco dings ,

Ÿ

the fact that UCS sets are enco ded in formats where the byte

length of a single character is not known a priori (cf. b elow),

Ÿ

a great numb er of existing other enco dings like Cyrillic KOI8,

Japanese JIS, Shift-JIS, EUC, etc.

Ÿ

The only �monotonic� extension path is:

ASCI I Ñ ISO8859-1 Ñ UCS-2 Ñ UCS-4
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Simple Cleanups and Conversions

Co depages and entities

Inclusions

7 bit +1 bit +8 bit +32 bit

128 chars +128 chars +65,280 chars � 2

32

� 2

16

chars

ASCI I

ISO8859-1

UCS-2

UCS-4

Notice that the �rst n-bit-enco ded characters are always identical in

these enco dings.
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Co depages and entities

� Range switching

Ÿ

Most do cuments don't need the full UCS-2 or UCS-4 range, so

the byte-width of these is a waste of storage.

Ÿ

The strategy (much older than UNICODE enco dings) to

enco de more characters than you have bits and bytes is often

the same (8-bit example):

Ÿ

designate some unused chars from the 8-bit enco ding as

control characters,

Ÿ

use them to indicate that the following char is to b e

interpreted as from a di�erent set of 256 characters,

Ÿ

such that you enco de some characters as one byte, others as

more bytes .
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Simple Cleanups and Conversions

Co depages and entities

UTF complications I

Ÿ

UTF-8 and UTF-16 enco dings are widely used.

Ÿ

UTF-8 de�nes variable-length byte sequences of 1 to 4 bytes ,

each enco ding a full UNICODE co de p oint.

Ÿ

UTF-8 is read byte-wise, each byte is either:

Ÿ

a single byte: 0 xxxxxxx

Ÿ

a double-byte starter byte: 110 xxxxx

Ÿ

a triple-byte starter byte: 1110 xxxx

Ÿ

a quadruple-byte starter byte: 11110 xxx

Ÿ

an n-tuple follower byte: 10 xxxxxx

Ÿ

So, while UCS-2 contains ISO-8859-1, UTF-8 contains only

ASCI I.
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Simple Cleanups and Conversions

Co depages and entities

UTF complications I I

Ÿ

The x bits (7 to 21) are used for the actual enco ding of the

UNICODE co de p oint:

�rst byte byte length full bitmask

0 xxxxxxx 1 0 xxxxxxx

110 xxxxx 2 110 xxxxx 10 xxxxxx

1110 xxxx 3 1110 xxxx 10 xxxxxx 10 xxxxxx

11110 xxx 4 11110 xxx 10 xxxxxx 10 xxxxxx 10 xxxxxx
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Simple Cleanups and Conversions

Co depages and entities

� E�cient UTF-8 deco ding

Notice that the UTF-8 enco ding scheme allows for very e�cient

deco dings to co dep oints. E. g., for a two-byte UTF-8 sequence

(Pascal-like pseudo-co de):

Codepoint :=

Utf8Sequence[ 1 ] and $1F shl 6 or

Utf8Sequence[ 2 ] and $3F ;

With � as bitmasks:

$1F = %00011111

$3F = %00111111
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Simple Cleanups and Conversions

Co depages and entities

� An example: deco ding 
 from UTF-8

Unico de co dep oint: 969 ($3C9)

UTF-8 sequence: $CF $89

UTF-8 $CF= $89=

110 01111 and 10 001001 and

00011111 00111111

000 01111 shl 6 00 001001

1111 000000 or

00 001001 ê

1111001001

Co dep oint = $3C9 = 969
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Simple Cleanups and Conversions

Co depages and entities

Recognizing enco dings

Ÿ

Well-formed HTML 4.01 (or b etter) do cuments should sp ecify

their enco ding correctly

( http://www.w3.org/TR/html4/charset.html ):

<meta http-equiv="Content-Type" charset=iso-8859-1" />

Ÿ

Sometimes, they don't, however, so we need to ols/libraries to

recognize enco dings using statistical metho ds, for example:

Ÿ

recognize: file (command-line to ol)

Ÿ

convert: iconv (command-line to ol/library)

Ÿ

everything: ICU library ( http://site.icu- project.org/ )

Ÿ

It is recommended to make any software UNICODE-capable

right from the start ( not like texrex , which had to b e

re-written).
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Simple Cleanups and Conversions

Co depages and entities

Do co de pages/UTF-8 a�ect the HTML stripp er?

Ÿ

For the HTML parse (shallow or DOM-based), most of what

you need to recognize is < , > , / , mayb e " and some others.

Ÿ

These are all part of the 7-bit ASCI I range and therefore

identical in any enco ding .
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Co depages and entities

Kinds of entities

Ÿ

Entities are a deprecated but still widely used enco ding for

characters not representable in the given character set.

Ÿ

They come in three typ es, for example for Â :

Ÿ

textual: &Acirc;

Ÿ

decimal: &#194;

Ÿ

hexadecimal: &#x00C2;
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Simple Cleanups and Conversions

Co depages and entities

Converting entities and typical faulty entities

Ÿ

You can convert entities by using a simple lo okup table,

Ÿ

and a hex/dec-to-UTF-8 algorithm.

Ÿ

Typical problems due to sloppy HTML :

Ÿ

Hexadecimal entities are required to have leading zero es, but

sometimes they don't.

Ÿ

Decimal ones come with leading zero es, although they

shouldn't.

Ÿ

Gaps b etween the entity itself and the & or the ;
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Simple Cleanups and Conversions

Minor cleanups

Duplicated lines, excess punctuation, etc.

Ÿ

If you split the text into paragraphs or blo cks, you should

check right away whether there are any subsequent blo cks

which are p erfect duplicates .

Ÿ

Also, p eople tend to insert MAAAAAAAAAAANY rep eated

characters for no go o d reason!!?!!??!??!!!!!!!

Ÿ

It's a decision ab out the nature of the �nal corpus what you

actually remove/reduce and how.

Ÿ

Also consider the way your tokenizer/tagger works. Will n

exclamation marks end up as n tokens, or as one?
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Simple Cleanups and Conversions

Minor cleanups

URL and email blanking

Ÿ

Unless you are sp eci�cally interested in them, remove URLs

and email addresses .

Ÿ

Best done by running your text blo cks through regular

expression-based replacements.

Ÿ

Otherwise, each email address and URL ends up as a lemma in

your corpus , unless you con�gure your lemmatizer

appropriately.
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Simple Cleanups and Conversions

Minor cleanups

Sp ellchecking

Ÿ

Some p eople actually suggest applying automatic

sp ell-checking (e. g., Fletcher (2011)):

Ÿ

http://hunspell.sourceforge.net/

Ÿ

http://www.cs.hmc.edu/~geoff/ispell.html

Ÿ

Sp ell-checking could enhance the accuracy of your POS

tagger/lemmatizer , but it will alter your data signi�cantly.

Ÿ

We recommend to add a sp ell-checked version of the tokens

later in the corpus (if any) instead of replacing tokens with

sp ell-checked versions.
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Simple Cleanups and Conversions

Minor cleanups

Undoing hyphenation

Ÿ

Some web pages also contain pre-hyphenated text .

Ÿ

To our knowledge, there is no hyphenation undoing to ol.

Ÿ

Possible strategies:

Ÿ

Find blo cks ending in hyphens or blo cks containing very many

�words� which end in hy- phens.

Ÿ

Check whether the single parts are in some word form

dictionary and/or the concatenated whole is in some dictionary.

Ÿ

Mayb e b etter: Check the overall frequency of the p otential

token bi-gramm vs. the frequency of the concatenation in the

whole corpus.
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

What is b oilerplate?

Ÿ

Even if we strip the markup, a web page usually contains a lot

of text which (arguably) should not end up in the corpus .

Ÿ

Navigational elements, ads, copyright notices, disclaimers, etc.

Ÿ

They are typically:

Ÿ

very redundant (leading to a high duplication count)

Ÿ

not pro duced by humans but inserted by content management

systems,

Ÿ

often clearly not connected text .
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Post-Pro cessing

Boilerplate Removal

A web page I

Only the parts highlighted in yellow are not b oilerplate:
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

A web page I I

Only the parts highlighted in yellow are not b oilerplate:
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

A web page I I I

Only the parts highlighted in yellow are not b oilerplate:
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

Overview of the b oilerplate removal scene

Ÿ

Most prominently, the CLEANEVAL comp etition (Baroni

et al., 2008) pro duced a variety of e�orts in b oilerplate

removal and do cument structure recognition:

Ÿ

Bauer et al. (2007), Evert (2007), Gao and Ab ou-Assaleh

(2007), Girardi (2007), Ho�mann and Weerkamp (2007), Issac

(2007), Marek et al. (2007), Saralegi and Leturia (2007)

Ÿ

Furthermore, the WaCky corp ora have undergone some

b oilerplate removal metho d (Baroni et al., 2009).

Ÿ

Claiming to have achieved a very high accuracy: Sp ousta et al.

(2008), based on Marek et al. (2007).

Ÿ

You can also check out JustText at

http://nlp.fi.muni.cz/projekty/justext/ online, based

on Pomikálek (2011).
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

Tasks

Ÿ

Extract some features (linguistic, typ ographic, and/or markup

features) from the web page.

Ÿ

Decide for a training set of do cuments what you consider

b oilerplate (not always easy).

Ÿ

Train some machine learning algorithm to recognize patterns

in the extracted features.

Ÿ

Basic decision: Do you want just one main coherent blo ck, or

do you allow several blo cks (with gaps in b etween) to b e

extracted.

Ÿ

Additionally: Some (also CLEANEVAL) try to extract

do cument structure as well, at least make a distinction

b etween b oilerplate, text headers, and text blo cks.
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

Blo cks

Ÿ

While Schäfer and Bildhauer (2012) and others suggest

splitting the text into something lo osely corresp onding to

paragraphs, the metho d by Sp ousta et al. (2008) classi�es

each blo ck separated by at least one HTML tag as either

b oilerplate, text, or heading.

Ÿ

Thus, even a single word enclosed in <b></b> is treated

individually.

Ÿ

Most features can b e extracted also for larger blo cks, however.

Ÿ

The following list is not complete.
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

Extractable features for b oilerplate removal I

Mostly Sp ousta et al. (2008) and Schäfer and Bildhauer (2012).

Ÿ

HTML container(s) the blo ck is enclosed in ( <p> , etc.);

Ÿ

counts and prop ortions of various character classes within the

blo ck:

Ÿ

letters,

Ÿ

punctuation,

Ÿ

numb ers, etc.;

Ÿ

numb er of sentences in blo ck;

Ÿ

average sentence length ;

Ÿ

<div> and <td> emb edding depth ;

Ÿ

language identi�cation;

Ÿ

p osition of the current blo ck within the whole page;
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

Extractable features for b oilerplate removal I I

Ÿ

total numb er of words, sentences, blo cks in the do cument .

Ÿ

Features added by us (b ecause our ML algorithm cannot

consider the whole do cument):

Ÿ

ratio of letter vs. non-letter characters in neighb oring blo cks ,

Ÿ

ratio of markup vs. non-markup characters in neighb oring

blo cks .
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Screenshot of a web page

http://www.iskcon.de/forum_alt/messages/160.htm
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Boilerplate Removal

Some extracted b oilerplate features for that page
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markup ratio
sentence length
text chars
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percentile
numbers to text

Note: All values except for markup-to-text ratio are scaled for

illustrative purp oses only.
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Post-Pro cessing

Boilerplate Removal

Examine your features

Ÿ

Once you have extracted your features for a training set, a

simple way of checking whether they are any go o d can b e

logistic regression. . .

Ÿ

mathematically robust

Ÿ

very quick, e. g., in R (compared to some ML metho ds),

Ÿ

can uncover �aws in your feature extraction early in the pro cess
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Post-Pro cessing

Boilerplate Removal

BLR sample with new texrex-hyperhyper features I

glm(formula = f_decision � f_copyright + f_ends_in_punct + f_starting_tag _cl as s +

. f_starting_tag_c lo si ng + SENTENCE_LENGTH + PERCENTILE + PARAGRAPH_PERCE NT IL E +

. SKIPPED_PARAGRAP HS _B EF ORE + SKIPPED_PARAGR AP HS _AF TE R + OPEN_TAGS +

. CLOSE_TAGS + MARKUP_TO_TEXT _M IN US _2 + MARKUP_TO_TEXT_ MI NU S_1 +

. MARKUP_TO_TEXT + MARKUP_TO_TEXT _P LUS _1 + PUNCTUATION_TO _T EXT +

. UPPER_TO_LOWER + NUMBER_TO_TEXT + ANCHORS_TO_TEXT + ANCHORS,

. family = binomial(link = logit), data = bp)

Deviance Residuals:

. Min 1Q Median 3Q Max

-3.6548 -0.0873 -0.0001 0.1477 3.7480
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Post-Pro cessing

Boilerplate Removal

BLR sample with new texrex-hyperhyper features I I

Coefficients:

. Estimate Std. Error z value Pr(>|z|)

(Intercept) 1.915629 0.532774 3.596 0.000324 ***

f_copyright1 -4.131107 1.363107 -3.031 0.002440 **

f_ends_in_punc t1 1.878956 0.238455 7.880 3.28e-15 ***

f_starting_tag _c la ss 10 0.199212 0.326766 0.610 0.542096

f_starting_tag _c la ss 1 -0.275322 0.373726 -0.737 0.461308

f_starting_tag _c la ss 2 -2.054950 0.359214 -5.721 1.06e-08 ***

f_starting_tag _c la ss 0 5.201580 0.827071 6.289 3.19e-10 ***

f_starting_tag _c la ss 8 4.433155 0.606310 7.312 2.64e-13 ***

f_starting_tag _c la ss 7 -0.540792 0.654647 -0.826 0.408757

f_starting_tag _c la ss 9 2.334608 0.784849 2.975 0.002934 **

f_starting_tag _c la ss 6 -16.332586 523.388206 -0.031 0.975106

f_starting_tag _c lo si ng1 -4.312109 0.577939 -7.461 8.57e-14 ***

SENTENCE_LENGT H 0.018667 0.003296 5.664 1.48e-08 ***

PERCENTILE -4.270571 0.842846 -5.067 4.04e-07 ***

PARAGRAPH_PERC EN TI LE 3.606479 0.939436 3.839 0.000124 ***

SKIPPED_PARAGR AP HS _B EFO RE -0.660371 0.083827 -7.878 3.33e-15 ***

SKIPPED_PARAGR AP HS _A FTE R -0.146562 0.054468 -2.691 0.007128 **

OPEN_TAGS 0.292431 0.057414 5.093 3.52e-07 ***

CLOSE_TAGS 0.470024 0.169170 2.778 0.005463 **

MARKUP_TO_TEXT _M IN US _2 0.029973 0.012738 2.353 0.018624 *

MARKUP_TO_TEXT _M IN US _1 -0.034529 0.014925 -2.314 0.020693 *

MARKUP_TO_TEXT -0.143376 0.032767 -4.376 1.21e-05 ***

MARKUP_TO_TEXT _P LU S_ 1 -0.148200 0.017558 -8.441 < 2e-16 ***

PUNCTUATION_TO _T EX T -3.432756 1.850603 -1.855 0.063605 .

UPPER_TO_LOWER -1.197328 0.359448 -3.331 0.000865 ***

NUMBER_TO_TEXT -10.084422 1.778632 -5.670 1.43e-08 ***

ANCHORS_TO_TEX T -46.862792 8.004110 -5.855 4.77e-09 ***

ANCHORS -1.734561 0.266236 -6.515 7.26e-11 ***
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Boilerplate Removal

BLR sample with new texrex-hyperhyper features I I I

BLR quality assessment

> NagelkerkeR2(bp.glm)$R2

0.8814588

> bp.prd <-predict.glm(bp.glm)

> bp.prd <- ifelse(bp.prd <= 0, 0, 1)

> table(bp.prd, bp$f_decision, dnn=c("predicted", "observed"))

. observed

predicted 0 1

. 0 1402 54

. 1 65 1214

> cv.glm(bp, bp.glm, K = 10)

Fold: 1 9 4 3 7 6 2 5 8 10

Internal estimate of accuracy = 0.956

Cross-validation estimate of accuracy = 0.952
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Which ML algorithm to use? I

Ÿ

Sp ousta et al. (2008) use Conditional Random Fields (e. g.,

Sutton and McCallum (2006)) with F-score=0.80

(Precision=0.81, Recall=0.8).

Ÿ

We obtained go o d results with a simple and very fast

multi-layer p erceptron with F-score=0.75 (Precision=0.83,

Recall=0.68).
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Boilerplate Removal

Which ML algorithm to use? I I

Ÿ

The added accuracy of Sp ousta et al.'s approach is probably

due to the extra features which they extracted.

Ÿ

The advantage of the p erceptron: We (Schäfer and Bildhauer,

2012, 490f.) pro cess 170 do cuments p er second for much more

than b oilerplate removal, but (Sp ousta et al., 2008, 17) rep ort

3.5 do cuments p er second for the b oilerplate detector alone.

Ÿ

Notice that this comparison is not the result of a decent

b enchmark under controlled conditions. It merely illustrates

that we probably have a somewhat faster solution.
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Mind the gap!

Ÿ

Generally, in blo ck-based decision approaches, gaps result.

Ÿ

If blo cks do not corresp ond to paragraphs, there are even gaps

within sentences .

Ÿ

This is a particular problem for do cument-based research (e. g.,

Information Structure, Cohesion/Coherence, Anaphora).

Ÿ

We decided to numb er the blo cks (roughly paragraphs) and

add the numb ers of the blo cks left over by the algorithms to

the structural attributes in the �nal corpus.

Ÿ

It helps to at least know where there is a p otential gap.

Ÿ

In the next version of our corp ora, we do not remove

b oilerplate but just lab el it as b oilerplate in the �nal corpus.
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What do you want to b e b oilerplate to day? I

http://www.seo p. lee ds .a c. uk /ar ch iv es /f all 20 02 /e nt ri es/ ar is to tl e-r he to ri c/

This is a �le in the archives of the Stanford Encyclop edia of Philosophy.

Stanford Encyclop edia of Philosophy

A | B | C | D | E | F | G | H | I | J | K | L | M | N | O | P | Q | R | S | T | U | V | W | X | Y | Z

Aristotle's Rhetoric

Aristotle's rhetoric has had an enormous in�uence on the development of the art of rhetoric. Not only authors writing in the p eripatetic tradition, but also

the famous Roman teachers of rhetoric, such as Cicero and Quintilian, frequently used elements stemming from the Aristotelian do ctrine. Nevertheless,

these authors were neither interested in an authentic interpretation of the Aristotelian works nor in the philosophical sources and backgrounds of the

vo cabulary that Aristotle had intro duced into rhetorical theory. Thus, for two millennia the interpretation of Aristotelian rhetoric has b ecome a matter of

the history of rhetoric, not of philosophy. In the most in�uential manuscripts and editions, Aristotle's Rhetoric was surrounded by rhetorical works and even

written sp eeches of other Greek and Latin authors, and was seldom interpreted in the context of the whole Corpus Aristotelicum. It was not until the

last few decades that the philosophically salient features of the Aristotelian rhetoric were rediscovered: in construing a general theory of the p ersuasive,

Aristotle applies numerous concepts and arguments which are also treated in his logical, ethical, and psychological writings. His theory of rhetorical

arguments, for example, is only one further application of his general do ctrine of the sullogismos, which also forms the basis of dialectic, logic and his

theory of demonstration. Another example is the concept of emotions: though emotions are one of the most imp ortant topics in the Aristotelian ethics,

he nowhere o�ers such an illuminating account of single emotions as in the Rhetoric. Finally, it is the Rhetoric to o which informs us ab out the cognitive

features of language and style.

1. Works on Rhetoric

2. The Agenda of the Rhetoric

3. Rhetoric as a Counterpart to Dialectic

4. The Purp ose of Rhetoric

. . .

Other Internet Resources

Related Entries

1. Works on Rhetoric

According to ancient testimonies, Aristotle wrote an early dialogue on rhetoric entitled Grullos, in which he put forward the argument that rhetoric cannot

b e an art (technê); and since this is precisely the p osition of Plato's Gorgias, the lost dialogue Grullos has traditionally b een regarded as a sign of Aristotle's

(alleged) early Platonism. But the evidence for the p osition of this dialogue is to o tenuous to supp ort such strong conclusions: it also could have b een a

dialectical dialogue, which listed the Pros and Cons of the thesis that rhetoric is an art. We do not know much more ab out the so-called Technê Sunagogê,

a collection of previous theories of rhetoric which is also ascrib ed to Aristotle. Cicero seems to use this collection itself, or at least a secondary source

relying on it, as his main historical source when he gives a short survey of the history of pre-Aristotelian rhetoric in his Brutus 46-48. Finally, Aristotle once

mentions a work called Theo decteia which has also b een supp osed to b e Aristotelian; but more probably he meant the rhetorical handb o ok of his follower

Theo dectes, who was a former pupil of Iso crates.
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Aristotle's rhetoric has had an enormous in�uence on the development of the art of rhetoric. Not only authors writing in the p eripatetic tradition, but also

the famous Roman teachers of rhetoric, such as Cicero and Quintilian, frequently used elements stemming from the Aristotelian do ctrine. Nevertheless,

these authors were neither interested in an authentic interpretation of the Aristotelian works nor in the philosophical sources and backgrounds of the

vo cabulary that Aristotle had intro duced into rhetorical theory. Thus, for two millennia the interpretation of Aristotelian rhetoric has b ecome a matter of

the history of rhetoric, not of philosophy. In the most in�uential manuscripts and editions, Aristotle's Rhetoric was surrounded by rhetorical works and even

written sp eeches of other Greek and Latin authors, and was seldom interpreted in the context of the whole Corpus Aristotelicum. It was not until the

last few decades that the philosophically salient features of the Aristotelian rhetoric were rediscovered: in construing a general theory of the p ersuasive,

Aristotle applies numerous concepts and arguments which are also treated in his logical, ethical, and psychological writings. His theory of rhetorical

arguments, for example, is only one further application of his general do ctrine of the sullogismos, which also forms the basis of dialectic, logic and his

theory of demonstration. Another example is the concept of emotions: though emotions are one of the most imp ortant topics in the Aristotelian ethics,

he nowhere o�ers such an illuminating account of single emotions as in the Rhetoric. Finally, it is the Rhetoric to o which informs us ab out the cognitive

features of language and style.
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Elleken Blog

Schwäbische Erfahrungen in Fayetteville, NC, USA

Home

Impressum

happy landed

18. April 2009 elleken Keine Kommentare

happy landed = glücklich gelandet. . . .

ausführlicher Bericht folgt. . . .. bitte etwas Geduld ich muss erst einmal so richtig ausschlafen. . . . . . .

Kategorien Allgemeines Tags:

Time to say GOOD BYE

17. April 2009 elleken Keine Kommentare

Tja Leute, heute geht es wieder in Richtung Heimat. . . Vierzehn Tage war ich hier, hab e die Zeit genossen und freue mich jetzt wieder riesig auf mein

Zuhause.

Hab e die Nacht üb er nicht sonderlich geschlafen. . . wen wundert es. . . hat mich do ch schon das Reise�eb er gepackt. So ho�e ich nun, dass ich von Atlanta

bis Stuttgart ein Nickerchen halten kann.

DEUTSCHLAND. . . . . . . . . . . . ich komme!!!!!!!!!!!!!!!!!!!!!!!!!!

Ab�ug:

Fayetteville (FAY) DL5565

geplant: 12.10 Uhr pm = 18.10 Uhr MEZ

Ankunft in Atlanta (ATL) = 13.29 Uhr pm = 19.29 Uhr MEZ

Fluggesellschaft: Delta Flugzeugtyp: unknow Flugentfernung: 329 Meilen = 529 Kilometer Flugzeit: 1 Stunde 19 Minuten

Aufenthalt: 4 Stunden 11 Minuten

Atlanta(ATL) DL116

geplant: 17.40 Uhr pm = 23.40 Uhr MEZ

Ankunft in Stuttgart(STR) = 9.00 Uhr MEZ

Fluggesellschaft: Delta Flugzeugtyp: Bo eing 767-200 Flugentfernung: 4.666 Meilen = 7.509 Kilometer Flugzeit: 9 Stunden 20 Minuten

Kategorien USA 2009 Tags:

Fotosho oting

16. April 2009 elleken 4 Kommentare

Eigentlich hatte ich mir ganz fest vorgenommen, dass ich zusammen mit meiner Mutter und meiner Schwester zum Fotografen gehe und ein Foto von uns

drei Mädels machen lasse. Heute war nun der letzte Tag, den ich wir drei gemeinsam verbrachten. Am Frühstückstisch wurde lange darüb er diskutiert,

ob wir vielleicht Master John als Ho�otografen anstellen sollten. . . o der b esser no ch meinen Schwager Ken, der so gerne Personen vor Haustüren o der

Gartenzäunen fotogra�ert. . . wob ei von den Personen selb er wenig zu sehen ist, der Zaun ist das interessante o der die Türe. . . .. Wann und ob wir drei mal

wieder zusammen kommen. . .

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 118/249
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Tja Leute, heute geht es wieder in Richtung Heimat. . . Vierzehn Tage war ich hier, hab e die Zeit genossen und freue mich jetzt wieder riesig auf mein

Zuhause.

Hab e die Nacht üb er nicht sonderlich geschlafen. . . wen wundert es. . . hat mich do ch schon das Reise�eb er gepackt. So ho�e ich nun, dass ich von Atlanta

bis Stuttgart ein Nickerchen halten kann.

DEUTSCHLAND. . . . . . . . . . . . ich komme!!!!!!!!!!!!!!!!!!!!!!!!!!

Ab�ug:

Fayetteville (FAY) DL5565

geplant: 12.10 Uhr pm = 18.10 Uhr MEZ

Ankunft in Atlanta (ATL) = 13.29 Uhr pm = 19.29 Uhr MEZ

Fluggesellschaft: Delta Flugzeugtyp: unknow Flugentfernung: 329 Meilen = 529 Kilometer Flugzeit: 1 Stunde 19 Minuten

Aufenthalt: 4 Stunden 11 Minuten

Atlanta(ATL) DL116

geplant: 17.40 Uhr pm = 23.40 Uhr MEZ

Ankunft in Stuttgart(STR) = 9.00 Uhr MEZ

Fluggesellschaft: Delta Flugzeugtyp: Bo eing 767-200 Flugentfernung: 4.666 Meilen = 7.509 Kilometer Flugzeit: 9 Stunden 20 Minuten

Kategorien USA 2009 Tags:

Fotosho oting

16. April 2009 elleken 4 Kommentare

Eigentlich hatte ich mir ganz fest vorgenommen, dass ich zusammen mit meiner Mutter und meiner Schwester zum Fotografen gehe und ein Foto von uns

drei Mädels machen lasse. Heute war nun der letzte Tag, den ich wir drei gemeinsam verbrachten. Am Frühstückstisch wurde lange darüb er diskutiert,

ob wir vielleicht Master John als Ho�otografen anstellen sollten. . . o der b esser no ch meinen Schwager Ken, der so gerne Personen vor Haustüren o der

Gartenzäunen fotogra�ert. . . wob ei von den Personen selb er wenig zu sehen ist, der Zaun ist das interessante o der die Türe. . . .. Wann und ob wir drei mal

wieder zusammen kommen. . .
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Web Corpus Construction

Post-Pro cessing

Boilerplate Removal

What do you want to b e b oilerplate to day?

Ÿ

Initiatives like CLEANEVAL are nice to b enchmark ML

approaches, but what you consider b oilerplate is a question

only you can and have to answer .

Ÿ

It is much more a linguistic matter/corpus design decision than

a matter of feature extraction and ML algorithms.
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Post-Pro cessing

Language Identi�cation and Beyond

Language Identi�cation

Standard language identi�cation

Ÿ

Language identi�cation dates back to the 1960s (Gold, 1967).

Ÿ

A summary (with problems) is Hughes et al. (2006).

Ÿ

The dominant paradigm in language identi�cation uses

character n-gram statistics with some kind of classi�cation

algorithm to detect a language (and, in extension, also

enco dings).

Ÿ

Grefenstette (1995) also discusses a technique using short

(mostly function) words instead of character n-grams, and

compares b oth metho ds. The n-gram metho d p erformed

b etter on short sentences.
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Post-Pro cessing

Language Identi�cation and Beyond

Language Identi�cation

The problem of non-connected text

Ÿ

The web contains a lot of tag clouds , lists (even of prop er

names), etc.

Ÿ

This material usually shows a character n-gram distribution

which p erfectly corresp onds to some (the target) language.

Ÿ

However, many linguists probably favor corp ora which contain

predominantly connected text .

Ÿ

We ran German tag clouds and lists of names through the

LingPip e identi�cation, and it classi�ed it as German with

maximum con�dence .
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Post-Pro cessing

Language Identi�cation and Beyond

Connected Text

Connected text I

Ÿ

Based on the insight from Baayen (2001) that connected text

contains function words in a high density , Baroni et al., 2009,

7 use rather long function word lists for various languages and

require a �xed numb er of typ e and token o ccurrences within

do cuments to classify them as connected text.

Ÿ

Sort of like Grefenstette, 1995, but without citing him or

similar approaches.

Ÿ

This approach has (to our knowledge) not b een evaluated fully

� esp ecically as a connected text detector.

Ÿ

It requires manually preselected lists of function words , and it

makes the decision dep end heavily on the do cument length .

Ÿ

The approach can b e easily mo di�ed to:
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Post-Pro cessing

Language Identi�cation and Beyond

Connected Text

Connected text I I

Ÿ

use sup ervised machine learning for the classi�cation,

Ÿ

b e less sensitive to do cument length.
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Post-Pro cessing

Language Identi�cation and Beyond

Connected Text

A suggested approach

Ÿ

Function words are usually at the top of the word list anyway.

Ÿ

For a training set of go o d do cuments, we can determine the

average relative frequency of the top n word forms , including

the standard deviation .

Ÿ

(Notice that taking the mean and standard deviation of

relative frequencies requires weighted mean and weighted

standard deviation. This might also b e a case where the

harmonic mean is more appropriate than the arithmetic mean.)

Ÿ

In a pro duction run, we eliminate do cuments which deviate

to o far (e. g., to o many standard deviations) from the training

means.
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Post-Pro cessing

Language Identi�cation and Beyond

Connected Text

� Determining the threshold I

Ÿ

We estimated thresholds for the �rst-generation COW corp ora

heuristically, but we are currently testing how well ML

algorithms can learn the classi�cation from standardized

negative deviation of relative frequencies of very frequent word

forms.

Ÿ

In our exp erience, only strong negative deviation from the

exp ected mean

Ÿ

Probably something simple like a Naive Bayes Classi�er or a

simple p erceptron do es the trick.

Ÿ

However, what is a go o d do cument in language L ?

Ÿ

How much foreign material do you want to allow?
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Post-Pro cessing

Language Identi�cation and Beyond

Connected Text

� Determining the threshold I I

Ÿ

Do you want to destroy the do cuments an rip single

non-connected/foreign paragraphs out of your do cuments?

Ÿ

How much non-connected text (word clouds, lists) do you

tolerate in your do cuments?

Ÿ

These are di�cult questions you need to answer b efore you

can build the corpus.
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Post-Pro cessing

Perfect Duplicate Detection

Do cument Hashing

Hashing

Ÿ

There exist many hash algorithms which provide long (64bit or

b etter) hash values for whole do cuments with very infrequent

collisions.

Ÿ

(E. g., Rabin (1981), which is fast and strong.)

Ÿ

During the corpus cleaning pro cess, you can hash each

do cument, keep the hash, and discard do cuments with known

hashes.

Ÿ

This will work well for p erfectly duplicate do cuments, although

even a single added comma will completely change the hash

value .
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Post-Pro cessing

Perfect Duplicate Detection

Do cument Hashing

Keeping ��ngerprints�

Ÿ

Instead of hashing the whole do cument, one can also hash a

�ngerprint of the do cument .

Ÿ

For example, generate a string of length l characters from a

do cument of character-length n by concatenating every

n

l

th

character (pad string or discard do cument if n   l ).

Ÿ

Store the string in a hash-indexed table (i. e., asso ciative array)

in RAM and discard do cuments with known �ngerprints.

Ÿ

Much larger memory requirements .

Ÿ

But virtually no collisions .
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Near duplication and inclusion

Ÿ

Many web pages are not p erfect duplicates of others, but just

very similar .

Ÿ

One typical source: slightly edited texts from news agencies in

several newspap ers.

Ÿ

Also, some web pages fully contain other web pages

( inclusion ).

Ÿ

Inclusion situation is made worse by typical blog and content

management systems.
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

This is part of a month view of a blog with many p ostings:

( http://www.lawblog.de/ , 11.10.2011)
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

But each p osting is also available as a single page:

( http://www.lawblog.de/ ind ex.p hp/a rch ives /20 11/1 0/07 /er otis che- sch rif ten/ )
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Failure of p erfect duplicate hashing/�ngerprinting

D

1

: Yesterday, I wrote a letter to my parents.

D

2

: Yesterday I wrote a letter to my parents.
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Failure of p erfect duplicate hashing/�ngerprinting

D

1

: Yesterday, I wrote a letter to my parents.

D

2

: Yesterday I wrote a letter to my parents.

Ÿ

Hashes (e. g., SHA1 � very, mayb e to o strong for the given

task):

Ÿ

12d952c23cc3869faead1e1aa6e02b98256e35f8

Ÿ

5ad8468fcb45fe07ef420fd87cd360087514d1f1

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 132/249



Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Failure of p erfect duplicate hashing/�ngerprinting

D

1

: Y esterday, I wrote a letter to my parents.

D

2

: Yesterday I wrote a letter to my parents.

Ÿ

Fingerprints using every tenth character:

Ÿ

D

1

: y ,tr
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Web Corpus Construction

Post-Pro cessing
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Failure of p erfect duplicate hashing/�ngerprinting

D
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Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Failure of p erfect duplicate hashing/�ngerprinting

D

1

: Yesterday, I wrote a letter to my pa r ents.

D

2

: Yesterday I wrote a letter to my parents.

Ÿ

Fingerprints using every tenth character:

Ÿ

D

1

: y,t r

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 132/249



Web Corpus Construction

Post-Pro cessing

Near-Duplicate Detection

Failure of p erfect duplicate hashing/�ngerprinting

D

1

: Yesterday, I wrote a letter to my parents.

D

2

: Y esterday I wrote a let t er to my par e nts.

Ÿ

Fingerprints using every tenth character:

Ÿ

D

1

: y,tr

Ÿ

D

2

: yite
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Web Corpus Construction

Post-Pro cessing

Jaccard Co e�cients

Solution � in principle: Jaccard Co e�cients

Ÿ

One can measure the similarity of two do cuments as the

Jaccard Co e�cient of the sets of their n-grams (Manning

et al., 2009, 61,438).

Ÿ

Pro cedure:

Ÿ

Create the do cuments' word/token-n-grams.

Ÿ

Calculate the Jaccard Co e�cient of the two sets.

Ÿ

If it is ab ove a certain threshold, delete the shorter of the two

do cuments.
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Web Corpus Construction

Post-Pro cessing

Jaccard Co e�cients

Example: High similarity with JC over token-bi-grams I

Yesterday, I wrote a letter to my parents.

FP p D

1

q � { (yesterday;,) , (,;i), (i,wrote), (wrote;a), (a;letter),

(letter;to), (to;my), (my;parents), (parents;.)}
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Web Corpus Construction

Post-Pro cessing

Jaccard Co e�cients

Example: High similarity with JC over token-bi-grams I

Yesterday, I wrote a letter to my parents.

FP p D

1

q � {(yesterday;,), (,;i), (i,wrote), (wrote;a), (a;letter),

(letter;to), (to;my), (my;parents), (parents;.)}

Yesterday I wrote a letter to my parents.

FP p D

2

q � {(yesterday;i), (i,wrote), (wrote;a), (a;letter), (letter;to),

(to;my), (my;parents), (parents;.)}
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Web Corpus Construction

Post-Pro cessing

Jaccard Co e�cients

Example: High similarity with JC over token-bi-grams I I

FP p D

1

q � {(yesterday;,), (,;i), (i,wrote) , (wrote;a) , (a;letter) ,

(letter;to) , (to;my) , (my;parents) , (parents;.) }

FP p D

2

q � {(yesterday;i), (i,wrote) , (wrote;a) , (a;letter) , (letter;to) ,

(to;my) , (my;parents) , (parents;.) }

J p D

1

; D

2

q �

| D

1

X D

2

|

| D

1

Y D

2

|

�

7

10

� 0 :7
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Post-Pro cessing
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Web Corpus Construction

Post-Pro cessing

Jaccard Co e�cients

Example: Low similarity with JC over token-bi-grams

FP p D

2

q � { (yesterday;i) , (i,wrote), (wrote;a), (a;letter), (letter;to),

(to;my) , (my;parents), (parents;.)}

D

3

� Yesterday I read a b o ok to my niece.

FP p D

3

q � { (yesterday;i) , (i,read), (read;a), (a;b o ok), (b o ok;to),

(to;my) , (my;niece), (niece;.)}

J p D

2

; D

3

q �

| D

2

X D

3

|

| D

2

Y D

3

|

�

2

14

� 0 :14
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Web Corpus Construction

Post-Pro cessing

Jaccard Co e�cients

Can it b e done?

Ÿ

10,000,000 do cuments

Ÿ

�

10 ; 000 ; 000

2

2

� 5 � 10

13

comparisons

Ÿ

at 1 � s p er comparison: � 579 days

Ÿ

But 1 � s is faster than available pro cessors can do it.
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Web Corpus Construction

Post-Pro cessing

w-Shingling

�Estimating� the JC by w-Shingling (Bro der et al., 1997)

Ÿ

Each do cument is tokenized, and its word/token n-grams

( �shingles� ) are formed.

Ÿ

Then, do cument �ngerprints are created:

Ÿ

The shingles are hashed using a 64-bit Rabin hash function .

Ÿ

Map each hash integer to a set of m di�erent integers using m

random p ermutations Int64 Ñ Int64 .

Ÿ

We use m Rabin hash functions instead, each seeded with a

di�erent irreducible p olynomial (Rabin, 1981).

Ÿ

From the set of m hash p ermutations select the minimal

element .

Ÿ

Collect the minima as the do cuments �ngerprint .
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Web Corpus Construction

Post-Pro cessing

w-Shingling

� Calculating similarities from �ngerprints I

Ÿ

Because the numb er of total shingles is usually very large, you

have to pro cess them using a divide�sort�merge strategy.

Ÿ

Write the �ngerprints into �les of manageable size as pairs

x hash,do cumentID y .

Ÿ

Sort each �le by hash and merge all �les.

Ÿ

Linearly pro cess the sorted �le and write x do cumentID

1

,

do cumentID

2

y pairs to new �les for those do cumentID

1 ; 2

which share a hash.
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Web Corpus Construction

Post-Pro cessing

w-Shingling

� Calculating similarities from �ngerprints I I

Ÿ

Sort these �les by do cumentID

1

and do cumentID

2

and merge

the sorted �les.

Ÿ

Pro cess the results and count the x do cumentID

n

,

do cumentID

m

y pairs for each x n ; m y .

Ÿ

The resulting counts give a reliable estimate of the overlap of

the two do cuments.
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Web Corpus Construction

Post-Pro cessing

w-Shingling

Example: wdiff I

Here to help you fundraise with con�dence.

There Over 1342 organisations are those out there that think complaints a bad thing but, if handled

well, they are a great way practicing our high standards in fundraising including some of engaging with a

supp orter the most resp ected and gaining useful insights into your fundraising app eals.

We can give you guidance on how to set up a robust complaints pro cedure, how b est to deal with

complaints when they come trusted charities in and then what to do with them once they are resolved.

We also rep ort annually on the level UK. Our tick of complaints that our memb ers have dealt with

giving you useful insight into what approval is concerning now seen by the public most ab out charitable

50 million times a year and is increasingly b ecoming the sign of go o d fundraising.

The FRSB tick is now seen by the public 50 million times a year. It is the stamp of reassurance for

memb ers of the public thinking of donating to charity.

Our aim is to help every charity achieve high standards of fundraising. Keep in touch to receive all our

latest news & advice by signing up for up dates b elow, or contact us directly.

5-shingles, 100 p ermutations, 32 shared shingles

http://www.frsb.org.uk/english/s earc h- re sults /

http://www.frsb.org.uk/english/a dvic e- an d- re gulat ion/ compl aint s/
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Web Corpus Construction

Post-Pro cessing

w-Shingling

Example: wdiff I I

We've had a few go es with various technology partners at pumping out Press TV, not waiting to get its o�cial reprimand for broadcasting a mobile version

do dgy interview, has accused Ofcom of The Register over b eing in league with the years. But for reasons to o dull Royal Family to dwell on, each attempt

foundered on get it taken o� the shores air. The channel, which is a division of irrelevance the Islamic Republic of Iran Broadcasting and indi�erence.

Undaunted, we are back, this time with our own try-out at Register Mobile. [We won't call funded by the state of Iran, reckons it has inside knowledge

that the Mobile Register - as this makes UK watchdog is ab out to have it kicked o� the Sky satellite platform, and that the regulator is only doing that

in resp onse to Press TV's irreverent coverage our Alabama chums unhappy.] Register Mobile should work on of monarchy and rep orting of civil unrest in

the UK. Ofcom retorts that it still hasn't made any phone such decision, despite having sp ent more than 15 months investigating the case of the broadcast

interview with Newsweek journalist Maziar Bahari. Ofcom has decided that Press TV was wrong to broadcast the interview, and said in May that the station

"omitted material facts and was placed in a reasonably standards-compliant browser. It seems context in which inferences adverse to work as intended with

BlackBerry 9000 series handsets, Mr Bahari in could b e drawn" (p df ), but we know there are some rendering issues with older BlackBerry mo dels - or is

despite that the regulator tells us it with their horrible browsers? Even so, hasn't yet made a decision on what action to take. It's pretty unlikely that Ofcom

would actually blo ck the mobile version is channel b eing transmitted, in resp onse to a 10-second interview, even if it was sho ddy journalism. Some sort of

�ne, a broadcast ap ology, and a promise to b ehave b etter b et than reading El Reg Gordo on your phone. In due course, we will deploy browser sni�ng

to serve up the mobile version to cell phones. That requires some more dev time, which in future is more usual in short supply around these parts. And

yes, we such cases, but that wouldn't �t in with the ideology b eing pushed by Press TV. The channel is one of a handful of government-funded stations

that are prepping increasingly pushing national p ersp ectives and agendas onto international TV screens. Russia To day is another go o d example, already

available on Freeview it o�ers an iPhone app version alternative view of The Reg. But apart from the obvious eye candy, news - often one at o dds with

common p erception and (sometimes) sense. Living in the country that's o�ered the BBC World Service for decades we're hard pressed in no p osition to

think complain ab out other governments broadcasting their p oint of anything unique that view, but it's an interesting trend just as we can bring are cutting

our own investment in projecting our p ersp ective abroad. Press TV's rant ab out Ofcom starts o� dismissing the complaints, then gets down to accusing the

party - regulator of b eing a mechanism of state censorship b efore concluding that is, anything Peter Mandelson is a Jew. It's true that we would not also

add Ofcom censors UK television, generally preventing the display of to o much �esh b efore the watershed (though "gently thrusting butto cks" are OK).

Most slaps are administered for rogue advertising, such as imploring X-Factor viewers to our "vanilla" mobile version. All suggestions welcome. rush to

iTunes and download stu�, or claiming to o�er internet connections fast than anyone else's, hardly the stu� international p olitics is made of. But, notably,

when we asked the regulator directly if it op erated as a royalist lickspittle there was no denial forthcoming - the laughter could have b een taken either way.

® This pap er lo oks at cloud architecture in which the servers and networks in the data center can rapidly resp ond to changing demands. This pap er from

Secunia discusses the limitations of security by denying users administrative access to their systems. On op en industry network p erformance and p ower

test for private and public data center clouds ethernet fabrics evaluating 10GbE switches. Case study on how The Centre Hospitalier d'Avignon deployed

IBM System Networking technology to achieve a trouble-free approach to virtualization. E�ectively mitigating business risks while the evolution of threats

blindfolds traditional defences to supp ort a countrywide computing access network IBMBNT RackSwitch solution enables leading edgemedical research and

analysis To supp ort high p erformance computing environment

5-shingles, 100 p ermutations, 8 shared shingles

http://www.sthelensstar.co.uk/ rss/

http://www.swindonadvertiser. co.u k/rss /adst ream _nx.a ds/
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Web Corpus Construction

Post-Pro cessing

w-Shingling

� Disclaimer

Ÿ

The ab ove metho d is not exactly the one as describ ed by

Bro der et al. (1997).

Ÿ

Their target is a clustering of do cuments , not a simple

similarity detection for cleansing.

Ÿ

Our approach, however, manages to also remove cases of full

inclusion.
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Post-Pro cessing

w-Shingling

Options and Alternatives

Paragraph or do cument?

Ÿ

Problem: There is a growing amount of in-do cument

duplication.

Ÿ

Esp ecially forum software with citation functions generates a

lot of duplication.

Ÿ

To solve this problem, shingling could also b e done

p er-paragraph or p er-sentence .

Ÿ

Lesser duplication comes with completely unrecoverable

do cument structure , however.
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Post-Pro cessing

w-Shingling

Options and Alternatives

Other approaches

Ÿ

An evaluation of several metho ds as suggested in the search

engine-oriented literature is describ ed in Henzinger (2006).

Ÿ

A very accessible recent research overview is presented in

Kumar and Govindarajulu (2009).

Ÿ

Recently, a very RAM-hungry but rep ortedly more exact

metho d was suggested in Pomikálek et al. (2012).
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Web Corpus Construction

Linguistic Issues

We are here. . .

Goals of this Course

Data Collection

Post-Pro cessing

Linguistic Issues

To ols

Tokenization

POS-Tagging and Lemmatization

Evaluation

Linguistic Applications
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Web Corpus Construction

Linguistic Issues

To ols

Some free linguistic p ost-pro cessing to ols

DECOW, FRCOW, UKCOW:

Ÿ

Tree-Tagger Schmid (1995)

Ÿ

tokenization, lemmatization, POS-tagging

SPCOW:

Ÿ

FreeLing Carreras et al. (2004)

Ÿ

tokenization, lemmtization, POS-tagging

SECOW:

Ÿ

HunPos Halácsy et al. (2007)

Ÿ

tokenization, POS-tagging

Ÿ

lemmatization (custom software by R. Schäfer)
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Web Corpus Construction

Linguistic Issues

To ols

Tagsets

Ÿ

DECOW: STTS

Ÿ

UKCOW: Penn Treebank

Ÿ

FRCOW: French TreeTagger

Ÿ

SECOW: PAROLE (including morpholgical analysis)

Ÿ

SPCOW: EAGLES (including morpholgical analysis)
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Web Corpus Construction

Linguistic Issues

To ols

Annotation example: DECOW2012

word POS lemma

<s>

Es PPER es

ist VAFIN sein

das ART d

einzige ADJA einzig

, $, ,

mit APPR mit

dem PRELS d

ich PPER ich

mich PRF ich

im APPRART im

Vorfeld NN Vorfeld

b eschäftige VVFIN b eschäftigen

und KON und

dem PRELS d

ich PPER ich

Aufmerksamkeit NN Aufmerksamkeit

schenke VVFIN schenken

. $. .

</s>

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 149/249



Web Corpus Construction

Linguistic Issues

To ols

DECOW2012: Figures

Ÿ

N tokens: approx. 9.1 billion (including punctuation)

Ÿ

Indexed and compressed with the IMS Op en Corpus

Workb ench

Ÿ

Partitioned into 8 slices:

Ÿ

CWB has an internal limitation of approx. 2 billion tokens.

Ÿ

Querying smaller slices are faster.

Ÿ

Sentence b oundaries inserted following .!? whenever

Tree-Tagger chose tag \$.
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Web Corpus Construction

Linguistic Issues

Tokenization

Tokenization

Ÿ

Decent tokenization is essential for all subsequent

p ost-pro cessing steps.

Ÿ

Out-of-the-b ox tokenizer mo dels are not necessarily suitable

for web corpus data.

Ÿ

Data has still some noise in it

(co de, markup, URLs, faulty punctuation etc.).

Ÿ

Particular writing conventions in web genres:

The tokenizer has to know ab out them.
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Web Corpus Construction

Linguistic Issues

Tokenization

Tokenization (I I)

With the TreeTagger (Schmid, 1995) tokenizer, we get for

DECOW2012:

Token Original Context

!"Hallo Laykan ?! !"Hallo hörst du mich

:rolleyes

:rolleyes : ja also für mich wars auch nix.

!"/ "Wie schnell rennst Du dem Geld hinterher? !"/ "Join us! Fuck the Entwick-

lung einer eigenen Persönlichkeit"

u.b ellte Sie blieb an der Tür stehen u.b ellte ihn recht zaghaft u.unsicher an

üb ernehmen."Die alle 48 Arb eitnehmer der Gesellschaft zu üb ernehmen."Die Klägerin

'Achso Ich: 'Achso , das waren Sie nicht.

]Und [... ]Und die IG denkt darüb er nach

-(Unterschiedliche Beweggründe und Umstände -(Unterschiedliche ) Rezeption des Werks

-)Irgendwie ; -)Irgendwie schon

->schnell kann's nur weiterempfehlen ->schnell und langanhaltende Glätte

"-Diskussion die "Ich �nd diese Comics sup er! "-Diskussion

$-Marke dass Silb er no chmal an der 50 $-Marke abprallt

!":D:D "Wie, du auch??! !":D:D
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Web Corpus Construction

Linguistic Issues

Tokenization

Tokenization (I I I)

Problematic �tokens� in web corp ora

(no �go o d� solution to b e exp ected from any tokenizer):

Token Original Context

db ellte louis erst mal voll erschro cken un db ellte sie an

!"#$%&'()*+ Der ASCI I umfasst folgende Zeichen:

? !"#$%&'()*+ ,-./0123456789:;<=>?@ABC

$Rapp erDenIchNichtKenne "Den einzigen Rapp er, den ich abkann, ist $Rap-

p erDenIchNichtKenne . Ab er der hat nen kleinen

Pimmel!"

%SystemRo ot%\System32 Die Datei b e�ndet sich im Ordner " %System-

Ro ot%\System32 "

üüüüüübbbb eerrrraaaaaaalllll meine blö de Katze. die pisst mir üb erall hin aus

Trotz, üüüüüübbbb eerrrraaaaaaalllll , die tickt ein-

fach nicht saub er!
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Web Corpus Construction

Linguistic Issues

Tokenization

Typ es and tokens in web corp ora

Ÿ

Shortcomings in tokenization tend to lead to a very high

numb er of di�erent typ es in the corpus.

Ÿ

The nature of web data (missp ellings, foreign language

material, non-words) may translate into a very high numb er of

typ es as well.

Ÿ

Most of the these pseudo-typ es o ccur only once.

Ÿ

But, trivially, not all hapax legomena are non-words.

Ÿ

In DECOW2012, the list of hapax legomena includes the

following, which are �ne words by all accounts:

Öldruckkontrolleuchte `oil pressure indicator light`

spürnasenmäÿig `having a go o d nose'

Birkenrindenb ehälter `container for/made of birch bark'
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Web Corpus Construction

Linguistic Issues

Tokenization

Typ es and tokens in web corp ora (I I)

Illustrative �gures for DECOW2012 (partitioned into 8 slices):

N tokens: 9,108,097,177

N typ es: 63,569,767

N hapax legomena : 39,988,127

N typ es that o ccur in at least 7 slices: 2,808,253

N tokens covered by these typ es: 8,777,938,146 (=96.4%)

Thus, from a linguistic p ersp ective: Without further cleansing, for

any web corpus (as constructed here). . .

Ÿ

the typ e count cannot b e taken at face value, and

Ÿ

the token count is not absolutely reliable either.
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

POS-tagging and lemmatization

Out-of-the-b ox taggers/lemmatizers tend to p erform less well on

web corpus data (See also Giesbrecht and Evert, 2009):

Ÿ

They are not trained on this kind of data.

Ÿ

The main problem with web corp ora is probably the lexicon.
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Top 60 word forms not in Tree-Tagger lexicon

Rank Word form POS-tag

1 website NN

2 email NN

3 blog NN

4 url NN

5 Boro NP

6 Devil NP

7 Go ogle NP

8 and/ NN

9 Blog NP

10 Blogger NP

11 Library NP

12 websites NNS

13 Programme NP

14 Supp ort NP

15 broadband NN

16 Windows NP

17 Scheme NP

18 healthcare NN

19 carers NNS

20 download NN

Rank Word form POS-tag

21 Ofcom NP

22 HMRC NP

23 download VB

24 dont VBP

25 blogs NNS

26 Tribunal NP

27 e-mail NP

28 Practice NP

29 days. NN

30 Online NP

31 MPA NP

32 Regulations NP

33 dont NN

34 Award NP

35 Twitter NP

36 eg NN

37 iPhone NN

38 apps NNS

39 3D JJ

40 Linux NP

Rank Word form POS-tag

41 Advice NP

42 Equality NP

43 Panel NP

44 'I NNS

45 Schedule NP

46 Faceb o ok NP

47 Awards NP

48 Higher NP

49 emails NNS

50 Lottery NP

51 Primary NP

52 F1 JJ

53 Syndrome NP

54 NOT NP

55 Teaching NP

56 'The JJ

57 Ombudsman NP

58 email VB

59 thats NNS

60 Directory NP
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Top 60 word forms not in Tree-Tagger lexicon

�Newly� coined terms, collo quial and genre-sp eci�c expressions

Rank Word form POS-tag

1 website NN

2 email NN

3 blog NN

4 url NN

5 Boro NP

6 Devil NP

7 Go ogle NP

8 and/ NN

9 Blog NP

10 Blogger NP

11 Library NP

12 websites NNS

13 Programme NP

14 Supp ort NP

15 broadband NN

16 Windows NP

17 Scheme NP

18 healthcare NN

19 carers NNS

20 download NN

Rank Word form POS-tag

21 Ofcom NP

22 HMRC NP

23 download VB

24 dont VBP

25 blogs NNS

26 Tribunal NP

27 e-mail NP

28 Practice NP

29 days. NN

30 Online NP

31 MPA NP

32 Regulations NP

33 dont NN

34 Award NP

35 Twitter NP

36 eg NN

37 iPhone NN

38 apps NNS

39 3D JJ

40 Linux NP

Rank Word form POS-tag

41 Advice NP

42 Equality NP

43 Panel NP

44 'I NNS

45 Schedule NP

46 Faceb o ok NP

47 Awards NP

48 Higher NP

49 emails NNS

50 Lottery NP

51 Primary NP

52 F1 JJ

53 Syndrome NP

54 NOT NP

55 Teaching NP

56 'The JJ

57 Ombudsman NP

58 email VB

59 thats NNS

60 Directory NP
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Top 60 word forms not in Tree-Tagger lexicon (I I)

Rank Word form POS-tag

1 website NN

2 email NN

3 blog NN

4 url NN

5 Boro NP

6 Devil NP

7 Go ogle NP

8 and/ NN

9 Blog NP

10 Blogger NP

11 Library NP

12 websites NNS

13 Programme NP

14 Supp ort NP

15 broadband NN

16 Windows NP

17 Scheme NP

18 healthcare NN

19 carers NNS

20 download NN

Rank Word form POS-tag

21 Ofcom NP

22 HMRC NP

23 download VB

24 dont VBP

25 blogs NNS

26 Tribunal NP

27 e-mail NP

28 Practice NP

29 days. NN

30 Online NP

31 MPA NP

32 Regulations NP

33 dont NN

34 Award NP

35 Twitter NP

36 eg NN

37 iPhone NN

38 apps NNS

39 3D JJ

40 Linux NP

Rank Word form POS-tag

41 Advice NP

42 Equality NP

43 Panel NP

44 'I NNS

45 Schedule NP

46 Faceb o ok NP

47 Awards NP

48 Higher NP

49 emails NNS

50 Lottery NP

51 Primary NP

52 F1 JJ

53 Syndrome NP

54 NOT NP

55 Teaching NP

56 'The JJ

57 Ombudsman NP

58 email VB

59 thats NNS

60 Directory NP
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Top 60 word forms not in Tree-Tagger lexicon (I I)

Unedited text: non-standard and faulty orthography

Rank Word form POS-tag

1 website NN

2 email NN

3 blog NN

4 url NN

5 Boro NP

6 Devil NP

7 Go ogle NP

8 and/ NN

9 Blog NP

10 Blogger NP

11 Library NP

12 websites NNS

13 Programme NP

14 Supp ort NP

15 broadband NN

16 Windows NP

17 Scheme NP

18 healthcare NN

19 carers NNS

20 download NN

Rank Word form POS-tag

21 Ofcom NP

22 HMRC NP

23 download VB

24 dont VBP

25 blogs NNS

26 Tribunal NP

27 e-mail NP

28 Practice NP

29 days. NN

30 Online NP

31 MPA NP

32 Regulations NP

33 dont NN

34 Award NP

35 Twitter NP

36 eg NN

37 iPhone NN

38 apps NNS

39 3D JJ

40 Linux NP

Rank Word form POS-tag

41 Advice NP

42 Equality NP

43 Panel NP

44 'I NNS

45 Schedule NP

46 Faceb o ok NP

47 Awards NP

48 Higher NP

49 emails NNS

50 Lottery NP

51 Primary NP

52 F1 JJ

53 Syndrome NP

54 NOT NP

55 Teaching NP

56 'The JJ

57 Ombudsman NP

58 email VB

59 thats NNS

60 Directory NP
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Top 60 word forms not in Tree-Tagger lexicon (I I I)

Rank Word form POS-tag

1 website NN

2 email NN

3 blog NN

4 url NN

5 Boro NP

6 Devil NP

7 Go ogle NP

8 and/ NN

9 Blog NP

10 Blogger NP

11 Library NP

12 websites NNS

13 Programme NP

14 Supp ort NP

15 broadband NN

16 Windows NP

17 Scheme NP

18 healthcare NN

19 carers NNS

20 download NN

Rank Word form POS-tag

21 Ofcom NP

22 HMRC NP

23 download VB

24 dont VBP

25 blogs NNS

26 Tribunal NP

27 e-mail NP

28 Practice NP

29 days. NN

30 Online NP

31 MPA NP

32 Regulations NP

33 dont NN

34 Award NP

35 Twitter NP

36 eg NN

37 iPhone NN

38 apps NNS

39 3D JJ

40 Linux NP

Rank Word form POS-tag

41 Advice NP

42 Equality NP

43 Panel NP

44 'I NNS

45 Schedule NP

46 Faceb o ok NP

47 Awards NP

48 Higher NP

49 emails NNS

50 Lottery NP

51 Primary NP

52 F1 JJ

53 Syndrome NP

54 NOT NP

55 Teaching NP

56 'The JJ

57 Ombudsman NP

58 email VB

59 thats NNS

60 Directory NP
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Top 60 word forms not in Tree-Tagger lexicon (I I I)

(again: �aws in tokenization)

Rank Word form POS-tag

1 website NN

2 email NN

3 blog NN

4 url NN

5 Boro NP

6 Devil NP

7 Go ogle NP

8 and/ NN

9 Blog NP

10 Blogger NP

11 Library NP

12 websites NNS

13 Programme NP

14 Supp ort NP

15 broadband NN

16 Windows NP

17 Scheme NP

18 healthcare NN

19 carers NNS

20 download NN

Rank Word form POS-tag

21 Ofcom NP

22 HMRC NP

23 download VB

24 dont VBP

25 blogs NNS

26 Tribunal NP

27 e-mail NP

28 Practice NP

29 days. NN

30 Online NP

31 MPA NP

32 Regulations NP

33 dont NN

34 Award NP

35 Twitter NP

36 eg NN

37 iPhone NN

38 apps NNS

39 3D JJ

40 Linux NP

Rank Word form POS-tag

41 Advice NP

42 Equality NP

43 Panel NP

44 'I NNS

45 Schedule NP

46 Faceb o ok NP

47 Awards NP

48 Higher NP

49 emails NNS

50 Lottery NP

51 Primary NP

52 F1 JJ

53 Syndrome NP

54 NOT NP

55 Teaching NP

56 'The JJ

57 Ombudsman NP

58 email VB

59 thats NNS

60 Directory NP
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Missp ellings

(from DECOW2012):

Milten sah auf Lykan der iorgentwas im schalf redete:" Laykan

?!!"Hallo hörst du mich ?",MIlten schuttelte ihn, nix passierte er

ahute ihn eine rein

"Milton lo oked at Lykan who was talking in his sleep: ' Laykan?!! '

Hello, can you hear me ?', Milten sho ok him, nothing happ ened, he

slapp ed him in his face"
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Missp ellings

(from DECOW2012):

Milten sah auf Lykan der iorgentwas im schalf redete:" Laykan

?!!"Hallo hörst du mich ?",MIlten schuttelte ihn, nix passierte er

ahute ihn eine rein

Milten sah auf Lykan der irgendwas im Schlaf redete:" Laykan

?!!"Hallo hörst du mich ?",MIlten schüttelte ihn, nichts passierte

er haute ihn eine rein

"Milton lo oked at Lykan who was talking in his sleep: ' Laykan?!! '

Hello, can you hear me ?', Milten sho ok him, nothing happ ened, he

slapp ed him in his face"
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Missp ellings (I I)

DECOW2012: some sp elling variants of üb ernimmt (`takes over')

u b ernimmt

üb erni n mmt

üb ernimm n t

üb erni e mt

ö b ernimmt

üb ernim n mt

üb ernimm e t

üb ernimmt üb erni eh mt

üb erni e mt

üb erni h mt

üb erni iiiiiiimmmmm mmt

üb erni o mmt

üb ernim rn t

üb erni u mmt

üb erni nn t

üb ernimm t t

. . .
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Missp ellings: Possible solutions

1. Augment tagger lexicon and map sp elling variants to a single

lemma:

Ÿ

explosion in lexicon size

Ÿ

only allows you to search for corrected lemmas, not forms

2. Replace missp ellings with corrected sp ellings:

Ÿ

destructive: loss of information in the �nal corpus

Ÿ

prone to errors if done automatically

3. Add an annotation layer with (hyp othesized) normalized

orthography:

Ÿ

non-destructive: preserves original information
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Missp ellings: Possible solutions

1. Augment tagger lexicon and map sp elling variants to a single

lemma:

Ÿ

explosion in lexicon size

Ÿ

only allows you to search for corrected lemmas, not forms

2. Replace missp ellings with corrected sp ellings:

Ÿ

destructive: loss of information in the �nal corpus

Ÿ

prone to errors if done automatically

3. Add an annotation layer with (hyp othesized) normalized

orthography:

Ÿ

non-destructive: preserves original information

COW corp ora: no solution implemented so far

(but #3 will b e explored in the future).
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Correction of missp ellings

Word POS Lemma

. . .

the DT the

players NNS player

play VBP play

. SENT .

The DT the

FA NP FA

do es VBZ do

ab osolutley JJ ab osolutley

nothing NN nothing

to TO to

help VB help

Clubs NNS club

, , ,

. . .
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Correction of missp ellings

Word POS Lemma

. . .

the DT the

players NNS player

play VBP play

. SENT .

The DT the

FA NP FA

do es VBZ do

ab osolutley JJ ab osolutley

nothing NN nothing

to TO to

help VB help

Clubs NNS club

, , ,

. . .
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Correction of missp ellings

Word POS Lemma Corr.Word Corr.POS Corr.Lemma

. . . . . .

the DT the the DT the

players NNS player players NNS player

play VBP play play VBP play

. SENT . . SENT .

The DT the The DT the

FA NP FA FA NP FA

do es VBZ do do es VBZ do

ab osolutley JJ ab osolutley absolutely RB absolutely

nothing NN nothing nothing NN nothing

to TO to to TO to

help VB help help VB help

Clubs NNS club Clubs NNS club

, , , , , ,

. . . . . .
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Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Linguistic p ost-pro cessing: Summary

Ÿ

Tokenization is the basis of all subsequent pro cessing steps.

Ÿ

POS-tagging is the basis of e. g., syntactic annotation.

Check the quality b efore you pro ceed in the p ost-pro cessing chain.

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 164/249



Web Corpus Construction

Linguistic Issues

POS-Tagging and Lemmatization

Linguistic p ost-pro cessing: Summary

Ÿ

Tokenization is the basis of all subsequent pro cessing steps.

Ÿ

POS-tagging is the basis of e. g., syntactic annotation.

Check the quality b efore you pro ceed in the p ost-pro cessing chain.

Ÿ

One cannot rely on pre-trained (out-of-the-b ox) tokenizers and

taggers.

Adapt an existing to ol or use a custom one.
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Web Corpus Construction

Evaluation

We are here. . .

Goals of this Course

Data Collection

Post-Pro cessing

Linguistic Issues

Evaluation

Rough Quality Check

Word and Sentence Length

Duplication

Comparison to Other Corp ora

Intuitive comparisons

Measuring similarity/distance b etween corp ora

Content-related comparison of corp ora: keywords

Assess semantic domains / topics

Corpus-wise extraction of keywords

Do cument-wise keyword extraction

Linguistic Applications
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Web Corpus Construction

Evaluation

Corpus evaluation: Overview

What's inside the �nal corpus?

1. Rough quality check:

Find p otential �aws in crawling strategy and p ost-pro cessing.
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Web Corpus Construction

Evaluation

Corpus evaluation: Overview

What's inside the �nal corpus?

1. Rough quality check:

Find p otential �aws in crawling strategy and p ost-pro cessing.

2. In-depth analysis of various features, such as:

Ÿ

lexicon (n-gram frequencies, lexical coverage, etc.)

Ÿ

comp osition (text typ es/genres, topic/semantic domains etc.)
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Web Corpus Construction

Evaluation

Corpus evaluation: Overview

What's inside the �nal corpus?

1. Rough quality check:

Find p otential �aws in crawling strategy and p ost-pro cessing.

2. In-depth analysis of various features, such as:

Ÿ

lexicon (n-gram frequencies, lexical coverage, etc.)

Ÿ

comp osition (text typ es/genres, topic/semantic domains etc.)

. . . most interesting when compared to other corp ora

(e. g., to some �reference corpus�)
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Web Corpus Construction

Evaluation

Rough Quality Check

Rough quality check

Ÿ

distribution of word and sentence lengths (Eckart et al., 2012)

Ÿ

amount of duplication
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Evaluation

Rough Quality Check

Word and Sentence Length

Word and sentence length

Ÿ

Outliers in the distribution of word and sentence lengths might

p oint to:

Ÿ

insu�cient b oilerplate removal

Ÿ

insu�cient duplicate removal

Ÿ

�aws in linguistic p ost-pro cessing

Ÿ

p ossibly in combination with �aws during data collection

(e. g., strong host bias).
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Evaluation

Rough Quality Check

Word and Sentence Length

Word length: example from DECOW2012

5 10 15 20

0e
+

00
1e

+
06

2e
+

06
3e

+
06

Distribution of word length

Sample of 13,990,192 words from DECOW2012
Length (number of chars)

F
re

qu
en

cy
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Evaluation

Rough Quality Check

Word and Sentence Length

Word length: example from DECOW2012

5 10 15 20

0e
+

00
1e

+
06

2e
+

06
3e

+
06

Distribution of word length

Sample of 13,990,192 words from DECOW2012
Length (number of chars)

F
re

qu
en

cy

Ÿ

Most frequent word

length is 3 chars

Ÿ

Artefact?

Check the data.
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Evaluation

Rough Quality Check

Word and Sentence Length

Word length: example from DECOW2012

5 10 15 20

0e
+

00
1e

+
06

2e
+

06
3e

+
06

Distribution of word length

Sample of 13,990,192 words from DECOW2012
Length (number of chars)

F
re

qu
en

cy

Ÿ

Most frequent word

length is 3 chars

Ÿ

Artefact?

Check the data.

Rank Freq Typ e

1 348450 die

2 344946 und

3 323051 der

4 159149 das

5 147918 ich

6 146950 ist

7 140616 den

8 121540 mit

9 112725 von

10 95628 auf
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Evaluation

Rough Quality Check

Word and Sentence Length

Sentence length: example from DECOW2012

0 10 20 30 40

10
00

0
20

00
0

30
00

0
40

00
0

50
00

0

Distribution of sentence length

Sample of 982,037 sentences from DECOW2012
Length (number of tokens)

F
re

qu
en

cy

Ÿ

Overall shap e o. k.

(roughly log-normal)

Ÿ

But suspicious outlier

at length = 1

Ÿ

Check the data.
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Evaluation

Rough Quality Check

Word and Sentence Length

Further insp ection: sentence length = 1

Freq. Typ e

4554 urlblank

1367 :D

561 mehr

316 :rolleyes

272 :confused

242 �

237 :(

220 emailblank

203 :-

200 :lol

195 Danke

189 Mehr

188 :wink

Freq. Typ e

175 Nein

168 NEUMARKT

155 Ja

146 Warum

146 top

139 :p

137 :eek

130 :co ol

113 Evtl

110 :mad

108 :mrgreen

99 object

85 S.

not o. k.:

Ÿ

Artifacts of

p ost-pro cessing
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Evaluation

Rough Quality Check

Word and Sentence Length

Further insp ection: sentence length = 1

Freq. Typ e

4554 urlblank

1367 :D

561 mehr

316 :rolleyes

272 :confused

242 �

237 :(

220 emailblank

203 :-

200 :lol

195 Danke

189 Mehr

188 :wink

Freq. Typ e

175 Nein

168 NEUMARKT

155 Ja

146 Warum

146 top

139 :p

137 :eek

130 :co ol

113 Evtl

110 :mad

108 :mrgreen

99 object

85 S.

not o. k.:

Ÿ

Artifacts of

p ost-pro cessing

Ÿ

Failure in b oilerplate

removal
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Evaluation

Rough Quality Check

Word and Sentence Length

Further insp ection: sentence length = 1

Freq. Typ e

4554 urlblank

1367 :D

561 mehr

316 :rolleyes

272 :confused

242 �

237 :(

220 emailblank

203 :-

200 :lol

195 Danke

189 Mehr

188 :wink

Freq. Typ e

175 Nein

168 NEUMARKT

155 Ja

146 Warum

146 top

139 :p

137 :eek

130 :co ol

113 Evtl

110 :mad

108 :mrgreen

99 object

85 S.

not o. k.:

Ÿ

Artifacts of

p ost-pro cessing

Ÿ

Failure in b oilerplate

removal

Ÿ

Tokenizer fails to

recognize

abbreviations
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Evaluation

Rough Quality Check

Word and Sentence Length

Further insp ection: sentence length = 1

Freq. Typ e

4554 urlblank

1367 :D

561 mehr

316 :rolleyes

272 :confused

242 �

237 :(

220 emailblank

203 :-

200 :lol

195 Danke

189 Mehr

188 :wink

Freq. Typ e

175 Nein

168 NEUMARKT

155 Ja

146 Warum

146 :top

139 :p

137 :eek

130 :co ol

113 Evtl

110 :mad

108 :mrgreen

99 object

85 S.

o. k.:

Ÿ

Regular one-word

utterances
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Evaluation

Rough Quality Check

Word and Sentence Length

Further insp ection: sentence length = 1

Freq. Typ e

4554 urlblank

1367 :D

561 mehr

316 :rolleyes

272 :confused

242 �

237 :(

220 emailblank

203 :-

200 :lol

195 Danke

189 Mehr

188 :wink

Freq. Typ e

175 Nein

168 NEUMARKT

155 Ja

146 Warum

146 :top

139 :p

137 :eek

130 :co ol

113 Evtl

110 :mad

108 :mrgreen

99 object

85 S.

o. k.:

Ÿ

Regular one-word

utterances

Ÿ

Genre-sp eci�c: should

emoticons count as

one-word utterances?

Ñ linguistic issue
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Evaluation

Rough Quality Check

Duplication

Duplicated sentences

(Near-) duplicate removal on the do cument level might still leave

duplicate strings of some length in the corpus.

Massive duplication of larger n-grams (or sentences) can b e

indicative of

Ÿ

failure in (near-)duplicate detection

Ÿ

failure in b oilerplate removal
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Evaluation

Rough Quality Check

Duplication

Duplicated sentences: sample from DECOW2012

Freq. Sentence

194 Danke

188 Mehr

173 Nein

160 Powered by vBulletin ® Version 4.1.7 Copyright © 2011 Adduco Digital e.K. und vBulletin Solutions Inc. Alle Rechte vorb ehalten

154 Ja

144 Warum

127 Um die detaillierte Vollansicht mit Formatierung und Bildern zu b etrachten bitte hier klicken

94 Dieses ist eine vereinfachte Darstellung unseres Foreninhaltes

94 Der Preis ist einmalig und muss b ei Verlängerung des Marktes nicht no chmals b eglichen werden

83 Hallo

75 Quelle urlblank

64 Vielen Dank

62 Zünd an es kommt der Weihnachtsmann

61 Geschichten zum Zuhören

61 Egal ob Sie Ihren Markt nun für 3 Monate o der 1 Jahr buchen der Preis ist nur einmal zu b egleichen

61 Auf leisen Sohlen

60 Beifall b ei der SPD

59 Alle Rechte vorb ehalten

58 Mit freundlichen Grüÿen

58 Du kannst auf Beiträge in diesem Forum nicht antworten

57 8

55 Und

54 Du kannst deine Beiträge in diesem Forum nicht löschen

53 Richtig

52 Schade

52 Es ist Ihnen nicht erlaubt Anhänge ho chzuladen

51 Stimmt

50 Du darfst deine Beiträge in diesem Forum nicht ändern
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Evaluation

Rough Quality Check

Duplication

Duplicated sentences: sample from DECOW2012

Freq. Sentence

194 Danke

188 Mehr

173 Nein

160 Powered by vBulletin ® Version 4.1.7 Copyright © 2011 Adduco Digital e.K. und vBulletin Solutions Inc. Alle Rechte vorb ehalten

154 Ja

144 Warum

127 Um die detaillierte Vollansicht mit Formatierung und Bildern zu b etrachten bitte hier klicken

94 Dieses ist eine vereinfachte Darstellung unseres Foreninhaltes

94 Der Preis ist einmalig und muss b ei Verlängerung des Marktes nicht no chmals b eglichen werden

83 Hallo

75 Quelle urlblank

64 Vielen Dank

62 Zünd an es kommt der Weihnachtsmann

61 Geschichten zum Zuhören

61 Egal ob Sie Ihren Markt nun für 3 Monate o der 1 Jahr buchen der Preis ist nur einmal zu b egleichen

61 Auf leisen Sohlen

60 Beifall b ei der SPD

59 Alle Rechte vorb ehalten

58 Mit freundlichen Grüÿen

58 Du kannst auf Beiträge in diesem Forum nicht antworten

57 8

55 Und

54 Du kannst deine Beiträge in diesem Forum nicht löschen

53 Richtig

52 Schade

52 Es ist Ihnen nicht erlaubt Anhänge ho chzuladen

51 Stimmt

50 Du darfst deine Beiträge in diesem Forum nicht ändern
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Evaluation

Rough Quality Check

Duplication

Duplicated sentences: sample from DECOW2012

Freq. Sentence

194 Danke

188 Mehr

173 Nein

160 Powered by vBulletin ® Version 4.1.7 Copyright © 2011 Adduco Digital e.K. und vBulletin Solutions Inc. Alle Rechte vorb ehalten

154 Ja

144 Warum

127 Um die detaillierte Vollansicht mit Formatierung und Bildern zu b etrachten bitte hier klicken

94 Dieses ist eine vereinfachte Darstellung unseres Foreninhaltes

94 Der Preis ist einmalig und muss b ei Verlängerung des Marktes nicht no chmals b eglichen werden

83 Hallo

75 Quelle urlblank

64 Vielen Dank

62 Zünd an es kommt der Weihnachtsmann

61 Geschichten zum Zuhören

61 Egal ob Sie Ihren Markt nun für 3 Monate o der 1 Jahr buchen der Preis ist nur einmal zu b egleichen

61 Auf leisen Sohlen

60 Beifall b ei der SPD

59 Alle Rechte vorb ehalten

58 Mit freundlichen Grüÿen

58 Du kannst auf Beiträge in diesem Forum nicht antworten

57 8

55 Und

54 Du kannst deine Beiträge in diesem Forum nicht löschen

53 Richtig

52 Schade

52 Es ist Ihnen nicht erlaubt Anhänge ho chzuladen

51 Stimmt

50 Du darfst deine Beiträge in diesem Forum nicht ändern
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Evaluation

Rough Quality Check

Duplication

Boilerplate

E. g., blog software:
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Evaluation

Rough Quality Check

Duplication

Duplicated sentences: sample from DECOW2012

Freq. Sentence

194 Danke

188 Mehr

173 Nein

160 Powered by vBulletin ® Version 4.1.7 Copyright © 2011 Adduco Digital e.K. und vBulletin Solutions Inc. Alle Rechte vorb ehalten

154 Ja

144 Warum

127 Um die detaillierte Vollansicht mit Formatierung und Bildern zu b etrachten bitte hier klicken

94 Dieses ist eine vereinfachte Darstellung unseres Foreninhaltes

94 Der Preis ist einmalig und muss b ei Verlängerung des Marktes nicht no chmals b eglichen werden

83 Hallo

75 Quelle urlblank

64 Vielen Dank

62 Zünd an es kommt der Weihnachtsmann

61 Geschichten zum Zuhören

61 Egal ob Sie Ihren Markt nun für 3 Monate o der 1 Jahr buchen der Preis ist nur einmal zu b egleichen

61 Auf leisen Sohlen

60 Beifall b ei der SPD

59 Alle Rechte vorb ehalten

58 Mit freundlichen Grüÿen

58 Du kannst auf Beiträge in diesem Forum nicht antworten

57 8

55 Und

54 Du kannst deine Beiträge in diesem Forum nicht löschen

53 Richtig

52 Schade

52 Es ist Ihnen nicht erlaubt Anhänge ho chzuladen

51 Stimmt

50 Du darfst deine Beiträge in diesem Forum nicht ändern
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Evaluation

Rough Quality Check

Duplication

Not b oilerplate

Not b oilerplate, but still rep eated many times: sentence-like title of

a show, p osted on various ticket-selling sites.
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Evaluation

Rough Quality Check

Duplication

Not b oilerplate: Quotations

Quotations may also give rise to massive duplication of sentences.

Ÿ

The material is not b oilerplate.

Ÿ

The do cuments it o ccurs in are not necessarily (near-)

duplicates.

Whether or not such instances should b e removed is a design

decision.

Ÿ

But: The removal of individual sentences from a do cument

has consequences for the integrity of that do cument.
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Evaluation

Rough Quality Check

Duplication

`Mais parce que, génétiquement, ils avaient une fragilité, une

douleur préalable.� (N. Sarkozy, in a 2007 interview)
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Evaluation

Rough Quality Check

Duplication

Duplication: Summary

Ÿ

A certain amount of duplication (on the sentence level) cannot

b e avoided, unless you are willing to remove individual parts

from a do cument.

Ÿ

The status of some material is quite unclear (should it b e

trated as b oilerplate, or as go o d but duplicated text?)

Ÿ

Removing individual sentences can make the corpus unsuitable

for certain research questions.

Ÿ

Removing duplicated parts from do cuments requires a more

�ne-grained domain for w-shingling (paragraphs, or even

sentences).
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Evaluation

Comparison to Other Corp ora

Intuitive comparisons

Comparison to other corp ora

Insp ection of frequency lists:

Rank FRCOW 2011 (few seed URLs) FRWAC (many seed URLs)

1 année `year' site

2 travail `work' an

3 temps `time' travail

4 an `year' jour

5 jour `day' année

6 pays `country' service

7 monde `world' temps

8 vie `life' article

9 p ersonne `p erson' p ersonne

10 homme `man' projet

11 service information

12 cas `case' entreprise `company'

13 droit `right' recherche `(re-)search'

14 e�et `e�ect' vie

15 projet `project' droit

16 question page

17 enfant `child' formation (`education')

18 fois `time (o ccasion)' commentaire `comment'

19 place cas

20 site fois

Ÿ

e. g., select items (forms,

lemmas) from frequency

rank X to Y and compare

to other corp ora (e. g.,

top 20 common nouns)
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Evaluation

Comparison to Other Corp ora

Intuitive comparisons

Comparison to other corp ora

Insp ection of frequency lists:

Rank FRCOW 2011 (few seed URLs) FRWAC (many seed URLs)

1 année `year' site

2 travail `work' an

3 temps `time' travail

4 an `year' jour

5 jour `day' année

6 pays `country' service

7 monde `world' temps

8 vie `life' article

9 p ersonne `p erson' p ersonne

10 homme `man' projet

11 service information

12 cas `case' entreprise `company'

13 droit `right' recherche `(re-)search'

14 e�et `e�ect' vie

15 projet `project' droit

16 question page

17 enfant `child' formation (`education')

18 fois `time (o ccasion)' commentaire `comment'

19 place cas

20 site fois

Ÿ

e. g., select items (forms,

lemmas) from frequency

rank X to Y and compare

to other corp ora (e. g.,

top 20 common nouns)

Ÿ

observe the overlap
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Evaluation

Comparison to Other Corp ora

Intuitive comparisons

Comparison to other corp ora

Insp ection of frequency lists:

Rank FRCOW 2011 (few seed URLs) FRWAC (many seed URLs)

1 année `year' site

2 travail `work' an

3 temps `time' travail

4 an `year' jour

5 jour `day' année

6 pays `country' service

7 monde `world' temps

8 vie `life' article

9 p ersonne `p erson' p ersonne

10 homme `man' projet

11 service information

12 cas `case' entreprise `company'

13 droit `right' recherche `(re-)search'

14 e�et `e�ect' vie

15 projet `project' droit

16 question page

17 enfant `child' formation (`education')

18 fois `time (o ccasion)' commentaire `comment'

19 place cas

20 site fois

Ÿ

e. g., select items (forms,

lemmas) from frequency

rank X to Y and compare

to other corp ora (e. g.,

top 20 common nouns)

Ÿ

observe the overlap

Ÿ

impressionistic, no real

measure of the

di�erence/similarity
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Evaluation

Comparison to Other Corp ora

Intuitive comparisons

Comparison to other corp ora

Insp ection of frequency lists:

Rank FRCOW 2011 (few seed URLs) FRWAC (many seed URLs)

1 année `year' site

2 travail `work' an

3 temps `time' travail

4 an `year' jour

5 jour `day' année

6 pays `country' service

7 monde `world' temps

8 vie `life' article

9 p ersonne `p erson' p ersonne

10 homme `man' projet

11 service information

12 cas `case' entreprise `company'

13 droit `right' recherche `(re-)search'

14 e�et `e�ect' vie

15 projet `project' droit

16 question page

17 enfant `child' formation (`education')

18 fois `time (o ccasion)' commentaire `comment'

19 place cas

20 site fois

Ÿ

e. g., select items (forms,

lemmas) from frequency

rank X to Y and compare

to other corp ora (e. g.,

top 20 common nouns)

Ÿ

observe the overlap

Ÿ

impressionistic, no real

measure of the

di�erence/similarity

Ÿ

several such measures

discussed in Kilgarri�

(2001)
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Measures of corpus similarity

[. . . ] corpus similarity is complex, and there is no absolute answer

to `is Corpus 1 more than Corpus 2 than Corpus 3?' All there are

are p ossible measures which serve particular purp oses more or less

well. (Kilgarri�, 2001)
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: � 2

Ÿ

Null hyp othesis: no (or only chance) di�erence b etween

corpus 1 and corpus 2 as to the relative frequency of an item

Frequency

Word Corpus 1 Corpus 2

de 6781719 6802262

, 5627749 5633555

la 3613946 3614049

. 3574395 3579032

que 2963992 2956662

y 2642241 2653365

en 2562028 2564809

el 2450353 2446328

a 1885112 1882813

los 1597103 1603537

del 1173860 1172623

se 1139311 1143202

las 1054729 1054924

un 1001556 1000106
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Calculating a � 2

value

Corpus 1 Corpus 2 row totals

word X a b a � b

 word X c � a d � b c � d � a � b

column totals c d c � d

� 2

�

¸

i

p O

i

� E

i

q

2

E

i

where E

i

�

column total � row total

grandtotal

Ÿ

O

i

is the observed frequency and E

i

is the exp ected frequency,

given the marginals.

Ÿ

The calculated value approximates a � 2

distribution with (in

this case) 1 degree of freedom.
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Calculating a � 2

value

Corpus 1 Corpus 2 row totals

word X a b a � b

 word X c � a d � b c � d � a � b

column totals c d c � d

� 2

�

¸

i

p| O

i

� E

i

| � 0 :5 q

2

E

i

where E

i

�

column total � row total

grandtotal

Ÿ

O

i

is the observed frequency and E

i

is the exp ected frequency,

given the marginals.

Ÿ

The calculated value approximates a � 2

distribution with (in

this case) 1 degree of freedom.

Ÿ

Apply Yates' continuity correction if one or more E

i

  5
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: � 2

Ÿ

Null hyp othesis: no (or only chance) di�erence b etween

corpus 1 and corpus 2 as to the relative frequency of an item

Frequency � 2

p

Word Corpus 1 Corpus 2

de 6781719 6802262

, 5627749 5633555

la 3613946 3614049

. 3574395 3579032

que 2963992 2956662

y 2642241 2653365

en 2562028 2564809

el 2450353 2446328

a 1885112 1882813

los 1597103 1603537

del 1173860 1172623

se 1139311 1143202

las 1054729 1054924

un 1001556 1000106
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: � 2

Ÿ

Null hyp othesis: no (or only chance) di�erence b etween

corpus 1 and corpus 2 as to the relative frequency of an item

Frequency � 2

p

Word Corpus 1 Corpus 2

de 6781719 6802262 32.99 <.001 ***

, 5627749 5633555

la 3613946 3614049

. 3574395 3579032

que 2963992 2956662

y 2642241 2653365

en 2562028 2564809

el 2450353 2446328

a 1885112 1882813

los 1597103 1603537

del 1173860 1172623

se 1139311 1143202

las 1054729 1054924

un 1001556 1000106

Corpus 1 Corpus 2 Total

de 6781719 6802262 13583981

 de 103292256 103272321 206564577

Total 110073975 110074583 220148558
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: � 2

Ÿ

Null hyp othesis: no (or only chance) di�erence b etween

corpus 1 and corpus 2 as to the relative frequency of an item

Frequency � 2

p

Word Corpus 1 Corpus 2

de 6781719 6802262 32.99 <.001 ***

, 5627749 5633555 3.12 .077

la 3613946 3614049 0.001 .975

. 3574395 3579032 3.08 .079

que 2963992 2956662 9.36 <.010 **

y 2642241 2653365 23.88 <.001 ***

en 2562028 2564809 1.53 .217

el 2450353 2446328 3.40 .065

a 1885112 1882813 1.44 .230

los 1597103 1603537 13.09 <.001 ***

del 1173860 1172623 0.67 .415

se 1139311 1143202 6.68 <.010 **

las 1054729 1054924 0.02 .896

un 1001556 1000106 1.07 .302

Corpus 1 Corpus 2 Total

de 6781719 6802262 13583981

 de 103292256 103272321 206564577

Total 110073975 110074583 220148558

Ÿ

Statistically signi�cant

di�erence in 5 out of 14

cases
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: � 2

Ÿ

Null hyp othesis: no (or only chance) di�erence b etween

corpus 1 and corpus 2 as to the relative frequency of an item

Frequency � 2

p

Word Corpus 1 Corpus 2

de 6781719 6802262 32.99 <.001 ***

, 5627749 5633555 3.12 .077

la 3613946 3614049 0.001 .975

. 3574395 3579032 3.08 .079

que 2963992 2956662 9.36 <.010 **

y 2642241 2653365 23.88 <.001 ***

en 2562028 2564809 1.53 .217

el 2450353 2446328 3.40 .065

a 1885112 1882813 1.44 .230

los 1597103 1603537 13.09 <.001 ***

del 1173860 1172623 0.67 .415

se 1139311 1143202 6.68 <.010 **

las 1054729 1054924 0.02 .896

un 1001556 1000106 1.07 .302

Corpus 1 Corpus 2 Total

de 6781719 6802262 13583981

 de 103292256 103272321 206564577

Total 110073975 110074583 220148558

Ÿ

Statistically signi�cant

di�erence in 5 out of 14

cases

Ÿ

Corpus 1 and Corpus 2 are in

fact random samples from

the same p opulation: no

signi�cant di�erences

exp ected
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: � 2

(I I)

Double the sample size. . .

(Corpus 3 and Corpus 4 are random samples from the same p opulation)

Form Corpus 3 Corpus 4 � 2

p

de 13579307 13563617 9.65 <.010**

, 11264561 11274225 4.38 .036*

la 7227386 7236002 5.31 .021*

. 7157262 7150075 3.72 .054

que 5924861 5932089 4.53 .033*

y 5303604 5292011 12.98 <.001***

en 5117964 5123526 3.10 .078

el 4885947 4900224 21.31 <.001***

a 3766747 3773854 6.82 <.010**

los 3203514 3193313 16.49 <.001***

del 2340110 2338707 0.42 .515

se 2277149 2284887 13.27 <.001***

las 2105694 2109117 2.81 .094

un 1998736 2002337 3.27 .070

Ÿ

Reason 1: Words are not

distributed randomly in texts.

Ÿ

Reason 2: With huge sample

sizes, even minor di�erences in

the distribution of a word will

provide enough evidence to

reject the null hyp othesis (see

discussion in Kilgarri�, 2001).
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Hyp othesis testing: Sp earman correlation

Ÿ

Correlation measures extent to which two sets of data co-vary.

Ÿ

Sp earman correlation uses ranks instead of scores.

Ÿ

Simpli�ed formula if there are no (or few) ties among the

ranks:

r

s

� 1 �

6

°

D

2

n p n

2

� 1 q

where

Ÿ

D = di�erence in rank for item X in corpus 1 and corpus 2

Ÿ

n = numb er of ranked pairs considered

Null hyp othesis: No (or only chance) correlation b etween the

ranked frequency lists of corpus 1 and corpus 2.
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Sp earman correlation I I I

Form Corpus 1 Corpus 2 Rank Corpus 1 Rank Corpus 2 D D

2

de 6781719 6802262 1 1 0 0

, 5627749 5633555 2 2 0 0

la 3613946 3614049 3 3 0 0

. 3574395 3579032 4 4 0 0

que 2963992 2956662 5 5 0 0

y 2642241 2653365 6 6 0 0

en 2562028 2564809 7 7 0 0

el 2450353 2446328 8 8 0 0

a 1885112 1882813 9 9 0 0

los 1597103 1603537 10 10 0 0

del 1173860 1172623 11 11 0 0

se 1139311 1143202 12 12 0 0

las 1054729 1054924 13 13 0 0

un 1001556 1000106 14 14 0 0

r

s

� 1 �

6

°

D

2

n p n

2

� 1 q

� 1 �

6 � 0

14 p 14

2

� 1 q

� 1 � 0 � 1

Ÿ

r

s

� 1, p   :001: p erfect correlation b etween these two

datasets, null hyp othesis defeated
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Sp earman correlation I I I

Form Corpus 1 Corpus X Rank 1 Rank X D D

2

de 6781719 2446328 1 8 -7 49

, 5627749 2564809 2 7 -5 25

la 3613946 2653365 3 6 -3 9

. 3574395 2956662 4 5 -1 1

que 2963992 3579032 5 4 1 1

y 2642241 3614049 6 3 3 9

en 2562028 5633555 7 2 5 25

el 2450353 6802262 8 1 7 49

a 1885112 1882813 9 9 0 0

los 1597103 1000106 10 14 4 16

del 1173860 1054924 11 13 2 4

se 1139311 1143202 12 12 0 0

las 1054729 1172623 13 11 2 4

un 1001556 1603537 14 10 4 16

Corpus X: an imaginary

corpus with quite di�erent

ranks
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Sp earman correlation I I I

Form Corpus 1 Corpus X Rank 1 Rank X D D

2

de 6781719 2446328 1 8 -7 49

, 5627749 2564809 2 7 -5 25

la 3613946 2653365 3 6 -3 9

. 3574395 2956662 4 5 -1 1

que 2963992 3579032 5 4 1 1

y 2642241 3614049 6 3 3 9

en 2562028 5633555 7 2 5 25

el 2450353 6802262 8 1 7 49

a 1885112 1882813 9 9 0 0

los 1597103 1000106 10 14 4 16

del 1173860 1054924 11 13 2 4

se 1139311 1143202 12 12 0 0

las 1054729 1172623 13 11 2 4

un 1001556 1603537 14 10 4 16

Corpus X: an imaginary

corpus with quite di�erent

ranks

°

D

2

� 208

r

s

� 0 :543

p   :05

even here, a statistically

signi�cant correlation
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Sp earman correlation I I I

Form Corpus 1 Corpus X Rank 1 Rank X D D

2

de 6781719 2446328 1 8 -7 49

, 5627749 2564809 2 7 -5 25

la 3613946 2653365 3 6 -3 9

. 3574395 2956662 4 5 -1 1

que 2963992 3579032 5 4 1 1

y 2642241 3614049 6 3 3 9

en 2562028 5633555 7 2 5 25

el 2450353 6802262 8 1 7 49

a 1885112 1882813 9 9 0 0

los 1597103 1000106 10 14 4 16

del 1173860 1054924 11 13 2 4

se 1139311 1143202 12 12 0 0

las 1054729 1172623 13 11 2 4

un 1001556 1603537 14 10 4 16

Corpus X: an imaginary

corpus with quite di�erent

ranks

°

D

2

� 208

r

s

� 0 :543

p   :05

even here, a statistically

signi�cant correlation

But from a linguistic p ersp ective, such di�erences among the �rst

few ranks are quite substantial.
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Sp earman correlation (Summary)

When used for hyp othesis testing, the Sp earman correlation do es

not capture linguistic intuitions of similarity b etween corp ora:

Ÿ

It tends to reject the null hyp othesis even if there are

linguistically interesting di�erences.

Ÿ

Di�erences among lower ranked terms have the same impact

as di�erences among top-ranked items

(but di�erences b etween very frequent items should b e given

much more imp ortance).
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Evaluation

Comparison to Other Corp ora

Similarity and Distance

Use test statistic as a measure of relative similarity

Kilgarri� (2001):

Ÿ

Compute test statistics ( � 2

, Sp earman etc.), but don't use

them for hyp othesis testing.

Ÿ

Instead, interpret (some summary statistic of ) the test

statistics as a measure of relative similarity/distance b etween

corp ora.

Ÿ

This do es not provide a similarity measure in absolute term.

Ÿ

It allows for statements like �in a certain resp ect, corpus A is

more similar to corpus B than than to corpus C�.

Ÿ

Tested on corp ora the relative similarity of which is known

b eforehand: � 2

outp erforms the Sp earman rank correlation

co e�cient and various variants of cross-entropy measures.
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Web Corpus Construction

Evaluation

Keyword Comparison

Keyword extraction

Use frequency information to extract words characteristic of . . .

Ÿ

individual do cuments

Ÿ

the entire corpus
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Web Corpus Construction

Evaluation

Keyword Comparison

Keyword extraction

Use frequency information to extract words characteristic of . . .

Ÿ

individual do cuments

Ÿ

the entire corpus

�Characteristic� implies a reference p oint:

Ÿ

comparison to some corpus, usually ab out the same size

Ÿ

comparison to a reference corpus, usually much larger
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Web Corpus Construction

Evaluation

Keyword Comparison

Measuring �key-ness�

Ÿ

Start with a frequency list for Unit 1

(a do cument, or an entire corpus) and Corpus 2

Ÿ

For each word typ e in Unit 1, compare its frequency to

Corpus 2

Ÿ

Compute a statistic

Ÿ

Evaluate the statistic and determine the �key-ness� of all word

typ es in Unit 1
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Web Corpus Construction

Evaluation

Keyword Comparison

Measuring �key-ness� (I I)

Some statistics prop osed in the literature:

Ÿ

Yule's (1944) di�erence co e�cient

(e. g., Ho�and and Johansson, 1982)

Ÿ � 2

(e. g., Scott, 1997)

Ÿ

Log-Likeliho o d ratio (LL) (Scott, 2001, e. g.,)

Ÿ

Ratio of relative frequencies (e. g., Kilgarri�, to app ear 2012)
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

� 2

and LL

Corpus 1 Corpus 2 row totals

word X a b a � b

 word X c � a d � b c � d � a � b

column totals c d c � d

� 2

�

°

i

O

i

� E

i

E

i

� 2 log � � 2

°

i

O

i

log

O

i

E

i

1. For each word typ e, compute � 2

or LL in a 2 � 2 table.

2. Possibly use p-value to determine �signi�cant� keywords.

3. Rank the words by � 2

or LL ratio.

4. Words words top of the list are considered keywords.

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 195/249



Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

� 2

and LL

Corpus 1 Corpus 2 row totals

word X a b a � b

 word X c � a d � b c � d � a � b

column totals c d c � d

� 2

�

°

i

O

i

� E

i

E

i

� 2 log � � 2

°

i

O

i

log

O

i

E

i

1. For each word typ e, compute � 2

or LL in a 2 � 2 table.

2. Possibly use p-value to determine �signi�cant� keywords.

3. Rank the words by � 2

or LL ratio.

4. Words words top of the list are considered keywords.

5. Possibly multiply by the sign of O

a

� E

a

to distinguish b etween

�p ositive� and �negative� keywords w. r. t. corpus 1
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Example: keyword extraction using ranked � 2

-values

Word Gloss Corpus 1 Corpus 2 � 2

� sgn p O

a

� E

a

q Rank

Selbstb ewusstsein `self consciousness' 230,086 7,103 213,857 1

Stärken `strengths' 147,041 13,782 112,942 2

Schwächen `weaknesses' 101,680 17,034 61,955 3

Menschen `p eople' 804,843 633,205 23,838 4

Bewerbungsgespräch `job interview' 14,379 838 12,304 5

Gesellschaft `so ciety' 169,951 132,373 5,401 6

Sünde `sin' 16,536 9,089 2,305 7

Papst `p op e' 23,353 16,539 1,295 8

Tre�en `meeting' 49,924 43,361 593 9

Zugangsmetho de `access metho d' 6 5 0.001 10

Gewerb eparks `industrial parks' 93 1,295 -1,017 11

Antenne `aerial' 8,155 15,571 -2,181 12

Katzen `cats' 22,152 40,374 -4,975 13

gestern `yesterday' 129,721 190,362 -10,384 14

weil `b ecause' 879,183 1,100,970 -20,884 15

jetzt `now' 1,093,904 1,497,137 -55,500 16

ab er `but' 3,900,764 4,932,552 -102,367 17

mal `times' 2,000,220 3,014,011 -186,838 18

ich `I' 8,606,043 12,673,625 -709,423 19

N = 1,230,547,353 N = 1,253,783,750
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Ratio of relative frequencies

Kilgarri� (to app ear 2012): simple measure for detecting

characteristic words in a corpus relative to another corpus.

Ÿ

For each term t in Corpus 1 Y Corpus 2:

take the ratio of rel. frequencies

f

t ; C 1

f

t ; C 2

Ÿ

Pro duce a sorted list of the ratios.

Ÿ

Top N items are most characteristic of Corpus 1.

Ÿ

Last N items are most characteristic of Corpus 2.

Ÿ

Control the frequency range of extracted keywords by adding a

smo othing constant to all counts.
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Example: keyword extraction using ratio of rel. frequencies

Word Gloss Corpus 1 Corpus 2 Ratio Rank

Selbstb ewusstsein `self consciousness' 1.869786e-04 5.665251e-06 33.00 1

Bewerbungsgespräch `job interview' 1.168504e-05 6.683768e-07 17.48 2

Stärken `strengths' 1.194924e-04 1.099233e-05 10.87 3

Schwächen `weaknesses' 8.26299e-05 1.358607e-05 6.08 4

Sünde `sin' 1.343792e-05 7.249257e-06 1.85 5

Papst `p op e' 1.897773e-05 1.319127e-05 1.43 6

Gesellschaft `so ciety' 1.381101e-04 1.055788e-04 1.31 7

Menschen `p eople' 6.540528-04 5.050353e-04 1.30 8

Zugangsmetho de `access metho d' 4.875879e-09 3.987929e-09 1.22 9

Tre�en `meeting' 4.057056e-05 3.458411e-05 1.17 10

weil `b ecause' 7.14465e-04 8.781179e-04 0.814 11

ab er `but' 3.169942e-03 3.934133e-03 0.806 12

jetzt `now' 8.889573e-04 1.194095e-03 0.74 13

gestern `yesterday' 1.054173e-04 1.5183e-04 0.694 14

ich `I' 6.993671e-03 1.01083e-02 0.692 15

mal `times' 1.625472e-03 2.403932e-03 0.68 16

Katzen `cats' 1.800175e-05 3.220173e-05 0.56 17

Antenne `aerial' 6.627132e-06 1.241921e-05 0.53 18

Gewerb eparks `industrial parks' 7.557612e-08 1.032873e-06 0.07 19

. . . . . . . . . . . . . . .

N = 1,230,547,353 N = 1,253,783,750
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Example: keyword extraction using ratio of rel. frequencies

Word Gloss Corpus 1 Corpus 2 Ratio Rank Rank � 2

Selbstb ewusstsein `self consciousness' 1.869786e-04 5.665251e-06 33.00 1 1

Bewerbungsgespräch `job interview' 1.168504e-05 6.683768e-07 17.48 2 5

Stärken `strengths' 1.194924e-04 1.099233e-05 10.87 3 2

Schwächen `weaknesses' 8.26299e-05 1.358607e-05 6.08 4 3

Sünde `sin' 1.343792e-05 7.249257e-06 1.85 5 7

Papst `p op e' 1.897773e-05 1.319127e-05 1.43 6 8

Gesellschaft `so ciety' 1.381101e-04 1.055788e-04 1.31 7 6

Menschen `p eople' 6.540528-04 5.050353e-04 1.30 8 4

Zugangsmetho de `access metho d' 4.875879e-09 3.987929e-09 1.22 9 10

Tre�en `meeting' 4.057056e-05 3.458411e-05 1.17 10 9

weil `b ecause' 7.14465e-04 8.781179e-04 0.814 11 15

ab er `but' 3.169942e-03 3.934133e-03 0.806 12 17

jetzt `now' 8.889573e-04 1.194095e-03 0.74 13 16

gestern `yesterday' 1.054173e-04 1.5183e-04 0.694 14 14

ich `I' 6.993671e-03 1.01083e-02 0.692 15 19

mal `times' 1.625472e-03 2.403932e-03 0.68 16 18

Katzen `cats' 1.800175e-05 3.220173e-05 0.56 17 13

Antenne `aerial' 6.627132e-06 1.241921e-05 0.53 18 12

Gewerb eparks `industrial parks' 7.557612e-08 1.032873e-06 0.07 19 11

. . . . . . . . . . . . . . .

N = 1,230,547,353 N = 1,253,783,750
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Keywords extracted using the ratio of relative frequencies:

First 25 items

Ratio Form

14193 IntSel

®

-Selbstb ewusstseinstraining

12252 Selbstb ewusstseinstraining

11414 IntSel

®

-Selbstb ewusstseinstrainings

7253 moviac

5022 Kinder-Selbstb ewusstseins-Coach

3876 www.theaterstueb chen.de

2876 Selbstb ewusstseinstrainer

2854 'schmökern

2853 IntSel

®

-Wertekonzept

2853 IntSel

®

-Stärkenleiter

2853 Angst-Vermeidungsstrategien

2853 'Austherapierte

2693 HR-Lieblingsschi�

2613 Schwehm

2158 www.bauemotion.de

2068 :futsch

1961 Litaraturmarkt

1721 Thor'al

1631 Grujicic

1591 :�etch

1554 Terror-Die

1550 Architektur-Meldungen

1496 Beamt-er/

1469 91785

1464 Systemcoach

Last 25 items

Ratio Form

0.00042 :meinemeinung

0.00042 |sup ergri

0.00041 :zickig

0.00041 *seh

0.00041 |kopfkrat

0.00041 kostenlose-urteile.de

0.00041 Migrantenrat

0.00041 MV-Politiker

0.00040 b erlin.business-on.de

0.00037 :fürcht

0.00037 :leiderja

0.00035 Bollywo o dsb est

0.00033 Fotoserver

0.00032 :urgs

0.00032 :hab enmuss

0.00032 Stachelhausen

0.00030 :rothlol

0.00026 Juusuf

0.00025 :zumgluecknein

0.00021 :zufrieden

0.00020 :menno

0.00018 @ProSieb en

0.00017 :dollschaem

0.00013 :traeum

0.00013 :dollfreu
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Keywords extracted using � 2

First 20 items

� 2

� sgn p O

1

� E

1

q Form

213857 Selbstb ewusstsein

180761 der

112942 Stärken

110867 des

109470 stärken

81735 in

80314 Niederösterreich

69230 und

67723 Steiermark

61955 Schwächen

58046 Sie

48998 Selbstb ewusstseinstraining

45075 Die

41216 Ob erösterreich

38921 werden

33635 ,

33447 die

33069 wir

32967 Gott

27182 �

Last 20 items

� 2

� sgn p O

1

� E

1

q Form

-68699 :

-69360 Du

-70448 dann

-73501 :-D

-74531 schon

-79816 mich

-80099 auch

-99309 da

-102364 ab er

-115949 du

-117379 hab

-138531 nicht

-144946 hab e

-166247 ja

-176159 mir

-176735 Ich

-186177 ?

-186838 mal

-333374 . . .

-709423 ich
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Keywords extracted using � 2

First 20 items

� 2

� sgn p O

1

� E

1

q Form

213857 Selbstb ewusstsein

180761 der

112942 Stärken

110867 des

109470 stärken

81735 in

80314 Niederösterreich

69230 und

67723 Steiermark

61955 Schwächen

58046 Sie

48998 Selbstb ewusstseinstraining

45075 Die

41216 Ob erösterreich

38921 werden

33635 ,

33447 die

33069 wir

32967 Gott

27182 �

Last 20 items

� 2

� sgn p O

1

� E

1

q Form

-68699 :

-69360 Du

-70448 dann

-73501 :-D

-74531 schon

-79816 mich

-80099 auch

-99309 da

-102364 ab er

-115949 du

-117379 hab

-138531 nicht

-144946 hab e

-166247 ja

-176159 mir

-176735 Ich

-186177 ?

-186838 mal

-333374 . . .

-709423 ich

among the 25 most frequent forms in Corpus 1 Y Corpus 2
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Keywords extracted using � 2

First 20 items

� 2

� sgn p O

1

� E

1

q Form

213857 Selbstb ewusstsein

180761 der

112942 Stärken

110867 des

109470 stärken

81735 in

80314 Niederösterreich

69230 und

67723 Steiermark

61955 Schwächen

58046 Sie

48998 Selbstb ewusstseinstraining

45075 Die

41216 Ob erösterreich

38921 werden

33635 ,

33447 die

33069 wir

32967 Gott

27182 �

Last 20 items

� 2

� sgn p O

1

� E

1

q Form

-68699 :

-69360 Du

-70448 dann

-73501 :-D

-74531 schon

-79816 mich

-80099 auch

-99309 da

-102364 ab er

-115949 du

-117379 hab

-138531 nicht

-144946 hab e

-166247 ja

-176159 mir

-176735 Ich

-186177 ?

-186838 mal

-333374 . . .

-709423 ich

among the 100 most frequent forms in Corpus 1 Y Corpus 2
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

� 2

and LL vs. ratio of relative frequencies

The ratio of relative frequencies is not biased by the items' relative

frequencies.

Example: N

corpus 1

= N

corpus 2

= 1000

Corpus 1 Corpus 2

f f/N

corpus 1

f f/N

corpus 2

Ratio

50 .05 100 .1 0.5

100 .1 200 .2 0.5

200 .2 400 .4 0.5
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

� 2

and LL vs. ratio of relative frequencies

The ratio of relative frequencies is not biased by the items' relative

frequencies.

Example: N

corpus 1

= N

corpus 2

= 1000

Corpus 1 Corpus 2

f f/N

corpus 1

f f/N

corpus 2

Ratio � 2

50 .05 100 .1 0.5 17.3

100 .1 200 .2 0.5 38.4

200 .2 400 .4 0.5 94.3

� 2

-values grow with the items' relative frequencies:

Corpus 1 Corpus 2

item 50 100

 item 950 900

� 2

� 17 :3
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Re�nements

Using word forms in keyword extraction can have disadvantages,

e. g.:

1. homonyms are counted together ( bank , house , handle )

2. in�ected forms are counted separately ( give , gives , gave , given )
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Re�nements

Using word forms in keyword extraction can have disadvantages,

e. g.:

1. homonyms are counted together ( bank , house , handle )

2. in�ected forms are counted separately ( give , gives , gave , given )

Workaround:

1. Count pairs x word form, POS-tag y and/or x word form, sense y

2. Count lemmas
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Disp ersion

Alternative: compare disp ersion of word typ es in Corpus 1 and

Corpus 2

Ÿ

For each word typ e, calculate its do cument frequency in

Corpus 1 and Corpus 2

Ÿ

Compute a statistic ( � 2

, log-likeliho o d ratio, ratio of relative

frequencies etc.)

(See Scott, 2001 for an example.)
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Evaluation

Assess semantic domains / topics

Corpus-wise extraction of keywords

Disp ersion

Alternative: compare disp ersion of word typ es in Corpus 1 and

Corpus 2

Ÿ

For each word typ e, calculate its do cument frequency in

Corpus 1 and Corpus 2

Ÿ

Compute a statistic ( � 2

, log-likeliho o d ratio, ratio of relative

frequencies etc.)

(See Scott, 2001 for an example.)

More re�nements:

Ÿ

Combine frequency and some measure of disp ersion

(e. g., Rayson, 2003; see Gries, 2008 for an overview of

disp ersion measures)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Do cument-wise keyword extraction

Comparisons of frequency lists can also b e used to extract keywords

of individual do cuments.

Ÿ

Compare freq. list of each do cument in Corpus 1 with freq. list

of a reference corpus.

Ÿ

Characterize Corpus 1 by computing �key-keywords�

(words that are keywords in many do cuments; Scott, 1997)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Related (but di�erent): TF.IDF

Ÿ

term frequency by inverse do cument frequency

(Spärck Jones, 1972; to day many variants, see Manning et al.,

2009, Ch. 6.2)

Ÿ

Combines word frequency and disp ersion

Ÿ

Basic idea: a term is characteristic of a do cument. . .

Ÿ

if it o ccurs often in that do cument

Ÿ

if it do es not o ccur in many other do cuments

(of a reference corpus)

But:

Ÿ

requires some way of computing an overall result for a corpus

Ÿ

e. g., classify keywords by domains

Ÿ

or by computing �key-keywords� (Scott, 1997)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

TF.IDF (I I)

TF

t ; d

Ÿ

term frequency of term t in do cument d

(numb er of times t o ccurs in d )

DF

t

Ÿ

do cument frequency of term t

(numb er of do cs in a reference corpus that contain term t )

IDF

t

� log

N

DF

t

Ÿ

inverse do cument frequency: total numb er of do cuments

divided by numb er of do cuments that contain t
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

TF :IDF

t ; d

� TF

t ; d

� log

N

DF

t
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

TF :IDF

t ; d

� TF

t ; d

� log

N

DF

t

Logarithm: a�ects large IDF values more than small ones. Terms

with extremely low DF have a relatively lesser impact on TF.IDF.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Assessing do cument typ es

Crawled corpus (using metho d presented here):

Ÿ

no strati�ed sampling of do cuments

Ÿ

exact comp osition of the �nal corpus not known b eforehand

Ÿ

need to establish corpus comp osition after corpus construction
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Do cument classi�cation

Several dimensions:

Ÿ

Rough distinction:

1. content (topic, domain)

2. other (genre, register, style, sentiment/opinion etc.)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Do cument classi�cation

Several dimensions:

Ÿ

Rough distinction:

1. content (topic, domain)

2. other (genre, register, style, sentiment/opinion etc.)

Ÿ

Extension of �traditional� classi�cation schemes to

accommo date web genres (e. g. Sinclair, 1996; Sharo�, 2006;

Rehm et al., 2008; Mehler et al., 2011); Op en Directory

Project ( http://www.dmoz.org/ ) and many more

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 209/249



Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Do cument classi�cation

Several dimensions:

Ÿ

Rough distinction:

1. content (topic, domain)

2. other (genre, register, style, sentiment/opinion etc.)

Ÿ

Extension of �traditional� classi�cation schemes to

accommo date web genres (e. g. Sinclair, 1996; Sharo�, 2006;

Rehm et al., 2008; Mehler et al., 2011); Op en Directory

Project ( http://www.dmoz.org/ ) and many more

Ÿ

COWCat: mo di�cation of Sharo� (2006) (goal: enhance

inter-rater agreement)

http://hpsg.fu- berlin.de/cow/?action=publications
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Example: COWCat

1. Authorship

Ÿ

male, female, multiple, corp orate . . .

2. Mo de

Ÿ

written, sp oken . . .

3. Audience

Ÿ

general, informed, professional

4. Aim

Ÿ

recommendation, instruction, discussion . . .

5. Domain

Ÿ

science, p olitics, business . . .
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Example: COWCat (I I)

Sp ecial categories for web data:

Ÿ

Mo de : �Quasi-Sp ontaneous�

Text that was written in a sp ontaneous act, probably without

editing. Typically chat transcripts/logs and unmo derated

sp ontaneous discussions in forums.

Ÿ

Mo de : �Blogmix�

Do cuments which contain some (prototypically

do cument-initial) text which is written , but which is followed

by signi�cantly more sp ontaneous discussion of category

quasi-sp ontaneous .

(Reason for intro duction of Mo de:Blogmix : Avoid problems of

multiple classi�cations of the same do cument.)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Assessing do cument typ es: Pro cedure

Automatic classi�cation can b e used to add metadata to each

do cument in the corpus.

Ÿ

But training an automatic classi�er normally requires manually

annotated sets of do cuments for training and evaluation.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Assessing do cument typ es: Pro cedure

Automatic classi�cation can b e used to add metadata to each

do cument in the corpus.

Ÿ

But training an automatic classi�er normally requires manually

annotated sets of do cuments for training and evaluation.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Assessing do cument typ es: Pro cedure

Automatic classi�cation can b e used to add metadata to each

do cument in the corpus.

Ÿ

But training an automatic classi�er normally requires manually

annotated sets of do cuments for training and evaluation.

Manual annotation:

Ÿ

Draw a random sample of do cuments from the corpus.

Ÿ

Annotate it manually, following a set of guidelines.

Ÿ

When annotating with several raters (advisable):

check inter-rater agreement at an early stage
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Assessing do cument typ es: Pro cedure

Automatic classi�cation can b e used to add metadata to each

do cument in the corpus.

Ÿ

But training an automatic classi�er normally requires manually

annotated sets of do cuments for training and evaluation.

Manual annotation:

Ÿ

Draw a random sample of do cuments from the corpus.

Ÿ

Annotate it manually, following a set of guidelines.

Ÿ

When annotating with several raters (advisable):

check inter-rater agreement at an early stage

Use either for estimating corpus comp osition or for

training/evaluating an automatic classi�er.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Inter-rater agreement for Audience

K1 Ó K2 Ñ general informed professional sums

general 151 14 4 169

informed 20 6 26

professional 5 5

sums 151 34 15 200

Ÿ

Observe how K1 has the tendency to judge the texts as b eing

adequate for more general audiences.

Ÿ

Raw agreement: p

0

�

diag : sum

n

Ÿ �
c

�

0 : 88 � 0 : 66

1 � 0 : 66

�

0 : 22

0 : 34

� 0 :65
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Sample size

Ÿ

When you estimate a p opulation parameter from a sample, you

cannot b e absolutely sure that the value measured in the

sample corresp onds exactly to the p opulation parameter: It

could b e slightly di�erent when drawing another sample.

Ÿ

Con�dence interval: states the range of values within which

the p opulation parameter lies with a preselected probability

(common probabilities are .9, .95, .99).

Ÿ

Other things b eing equal: The more variance there is in the

data, the larger the con�dence interval.

Ÿ

Other things b eing equal: The larger the sample, the smaller

the con�dence interval.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Con�dence intervals for prop ortion data

con�dence interval � p � z � SE

where

Ÿ

p is the prop ortion of a category in the sample

Ÿ

SE is the standard error

b

p �p 1 � p q

N

Ÿ

z is the z-score that cuts o� the desired p ortion of the normal

distribution, e. g.:

Ÿ

z � 1 :64 (90% CI)

Ÿ

z � 1 :96 (95% CI)

Ÿ

z � 2 :58 (99% CI)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Con�dence intervals for prop ortion data I I

Ÿ

CI dep ends on standard error (SE).

Ÿ

Prop ortion data: standard error dep ends on the prop ortion

observed in the sample.

Ÿ

Other things b eing equal: The closer to .5 the observed

prop ortion, the larger SE and the larger CI.

Proportion

S
ta

nd
ar

d 
er

ro
r

0 .1 .2 .3 .4 .5 .6 .7 .8 .9 1
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Con�dence interval

Thus, how large the sample should b e dep ends on the con�dence

level and interval that one considers acceptable.

0.0 0.2 0.4 0.6 0.8 1.0

0
50

0
10

00
15

00
20

00
25

00

Estimated proportion

S
am

pl
e 

si
ze

conf.level = 99%
conf.level = 95%
conf.level = 90%

CI = +/- 2.5%
CI = +/- 5.0%
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Example: Results from German & Spanish COW corp ora

Ÿ

manual co ding of 200 do cuments p er corpus

Ÿ

substantial to almost p erfect inter-co der agreement (measured

for German corpus only)

Ÿ

CI given for 90 % con�dence level, n � 200

Variable % Agreement Cohen's �
Authorship 89 :0 :85

Mo de 98 :0 :94

Audience 88 :0 :64

Aim 73 :0 :61

Domain 86 :0 :82
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Estimated distribution of classi�cation features

DECOW2012 ESCOW2012

Typ e Percentage CI � % Percentage CI � %

Authorship

Single, female 6 :0 2 :8 5 :0 2 :5

Single, male 11 :5 3 :7 16 :5 4 :3

Multiple 36 :0 5 :6 16 :5 4 :3

Corp orate 21 :0 4 :7 20 :5 4 :7

Unknown 25 :5 5 :0 41 :5 5 :7

Mo de

Written 71 :0 5 :0 86 :0 4 :0

Sp oken 1 :0 3 :0 2 :5 1 :8

Quasi-Sp ontaneous 22 :5 4 :9 3 :5 2 :1

Blogmix 4 :5 2 :4 8 :0 3 :2

Audience

General 75 :5 5 :0 94 :0 2 :8

Informed 17 :0 4 :4 2 :5 1 :8

Professional 7 :5 3 :0 3 :5 2 :1
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Estimated distribution of classi�cation features (I I)

DECOW2012 ESCOW2012

Typ e Percentage CI � % Percentage CI � %

Aim

Recommendation 12 :5 3 :8 7 :0 3 :0

Instruction 4 :5 2 :4 6 :0 2 :8

Information 36 :0 5 :5 41 :5 5 :7

Discussion 47 :0 5 :8 44 :5 5 :8

Fiction 0 :0 0 :0 1 :0 1 :2

Domain

Science 2 :5 1 :8 5 :0 2 :5

Technology 14 :0 4 :0 6 :5 2 :9

Medical 4 :5 2 :4 4 :0 2 :3

Pol., So c., Hist. 21 :5 4 :8 21 :0 4 :7

Business, Law 10 :0 3 :5 12 :5 3 :8

Arts 8 :5 3 :2 8 :5 3 :2

Beliefs 5 :0 2 :5 3 :0 2 :0

Life, Leisure 34 :0 5 :5 39 :5 5 :7
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance and representativeness

We did not determine the comp osition b eforehand:

Is the resulting comp osition a �go o d� one?

Ÿ

Is the corpus representative of anything?

(I. e. can we make valid inferences from language X in our

corpus to langue X in general?)

Ÿ

Precondition for representativeness: balance

(in terms of text typ es, registers, styles etc.)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance

�Balance� is one of the concepts that raises most controversy in

corpus design.

Ÿ

�Balanced� means that the comp osition of a corpus (in terms

of variables like sp eakers, recipients, text typ es etc.) re�ects a

ratio that the corpus designers establish in advance, according

to what they think a balanced corpus should contain.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance

�Balance� is one of the concepts that raises most controversy in

corpus design.

Ÿ

�Balanced� means that the comp osition of a corpus (in terms

of variables like sp eakers, recipients, text typ es etc.) re�ects a

ratio that the corpus designers establish in advance, according

to what they think a balanced corpus should contain.

Example: DWDS-Kerncorpus (German, 100 M word tokens;

http://www.dwds.de )

Text typ e Prop ortion

Fiction ca. 26%

Journalistic texts ca. 27%

Sp ecialist literature ca. 22%

Functional texts ca. 20%

Transcrib ed sp oken language ca. 5%
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (I I)

Among the criteria are (see, among many others, Atkins et al.,

1992; Bib er, 1993):

Ÿ

Pro duction : Corpus comp osition should re�ect the

distribution of texts pro duced in a sp eech community.

Ÿ

Reception : Corpus comp osition should re�ect the impact (no.

of recipients) of di�erent text typ es (e. g. Leech, 2007).

Ÿ

Relevance : Corpus comp osition should re�ect the imp ortance

of a text typ e etc. in an sp eech community (e. g. Bib er, 1993).
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (I I I)

Determining any of these variables with any certainty is practically

infeasible (and for some of them, there do es not even exist a

measure, e. g., cultural �signi�cance�; see Hunston, 2008, 162;

McEnery et al., 2006, 16).
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (I I I)

Determining any of these variables with any certainty is practically

infeasible (and for some of them, there do es not even exist a

measure, e. g., cultural �signi�cance�; see Hunston, 2008, 162;

McEnery et al., 2006, 16).

Thus we agree with Hunston (2008, 162):

[. . . ] arguments that a particular corpus is representative, or

balanced, are inevitably circular, in that the categories we are

invited to observe are artefacts of the design pro cedure.

and Leech (2007, 138):

[. . . ] in general, the larger a corpus is, and the more diverse it is in

terms of genres and other language varieties, the more balanced

and representative it will b e.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (IV)

So, if your corpus consists of a random sample of web pages, all

you can exp ect is that it represents the distribution of di�erent text

typ es, topics etc. within the (non-deep) WWW.

Ÿ

Strictly sp eaking, all we can say is that a web corpus is (at

most) representative of the language of the web.

Ÿ

And even this hinges on the collection strategy (�random

sample�) and p ost pro cessing decisions (exclusion of certain

do cument typ es).

Ÿ

But the problem of representativeness concerns conventional

(i. e. non-web) corp ora in the same way: They are not

representative of �language in general� either, since everything

is a matter of design decisions.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (V)

Di�erent design (Ciamarita and Baroni, 2006): Not an �unbiased

sample of do cuments�, but �a sample of unbiased do cuments�: �a

sample of webpages [. . . ] reasonably varied in terms of the topics

(and, p erhaps, textual typ es) it represents�

Determine for a target corpus whether or not it is �varied� in the

desired way.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (VI)

Ciamarita and Baroni (2006): Pro cedure

Ÿ

Take a numb er of corp ora that you know are biased as to topic

and/or text typ e

Ÿ

E. g., build web corp ora with the Bo otCat metho d from

delib erately biased seed words

Ÿ

For every pair of corp ora (including the target corpus),

calculate a distance measure

Ÿ

Use the Kullback-Leibler distance (gives more consistent

results than � 2

)

Ÿ

For each corpus, calculate the mean distance to all other

corp ora.

Ÿ

If the target corpus is unbiased (�varied�), it arguably has a

smaller mean distance than all biased corp ora (it is �in

b etween� all biased corp ora).
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (VI I)

Is the resulting comp osition a �go o d� one?

Ÿ

(Somewhat disapp ointingly,) there is no simple, general

answer.

Ÿ

It all dep ends on the purp ose of your corpus.
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (VI I)

Is the resulting comp osition a �go o d� one?

Ÿ

(Somewhat disapp ointingly,) there is no simple, general

answer.

Ÿ

It all dep ends on the purp ose of your corpus.

Corpus-building is of necessity a marriage of p erfection and

pragmatism. [. . . ] It is advisable to base your claims on your

corpus and avoid unreasonable generalizations.

(McEnery et al., 2006, 73)
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Evaluation

Assess semantic domains / topics

Do cument-wise keyword extraction

Balance (VI I)

Is the resulting comp osition a �go o d� one?

Ÿ

(Somewhat disapp ointingly,) there is no simple, general

answer.

Ÿ

It all dep ends on the purp ose of your corpus.

Corpus-building is of necessity a marriage of p erfection and

pragmatism. [. . . ] It is advisable to base your claims on your

corpus and avoid unreasonable generalizations.

(McEnery et al., 2006, 73)
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Web Corpus Construction

Linguistic Applications

We are here. . .

Goals of this Course

Data Collection

Post-Pro cessing

Linguistic Issues

Evaluation

Linguistic Applications

Romance VN Comp ounds

Cliticized Inde�nite Articles in German

Felix Bildhauer, Roland Schäfer 2012, SFB 632/A2 and German Grammar Group, FU Berlin 229/249



Web Corpus Construction

Linguistic Applications

Noise Usability

Ÿ

So. . . some statistical values from and some linguistic

annotations in our corp ora are problematic if used without

further cleanups and repairs.

Ÿ

Do es this mean we cannot get anything useful out of the

corp ora?

Ÿ

But if you search the corp ora for some word, construction, etc.

you get back useful and clean data, simply b ecause the noisy

stu� do esn't match the query .

Ÿ

We now show some studies which we are in the pro cess of

getting published.
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Verb-noun-comp ounds in Romance

e. g. Spanish V N -comp ounds:

to ca discos (' record play er')

rasca cielos (' sky scrap e r')

romp e olas (' wave breake r')
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Verb-noun-comp ounds in Romance

e. g. Spanish V N -comp ounds:

to ca discos (' record play er')

rasca cielos (' sky scrap e r')

romp e olas (' wave breake r')

Ÿ

Empirical question:

How to extract all o ccurrences of VN-comp ounds

from a corpus?

Ÿ

Corpus with p os-annotation is very helpful.
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Spanish VN-Comp ounds

1. list of verb forms 3. p ers. sg. pres. ind.

2. extract all nouns from corpus (ESCOW 2011: ca. 258M)
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Spanish VN-Comp ounds

1. list of verb forms 3. p ers. sg. pres. ind.

2. extract all nouns from corpus (ESCOW 2011: ca. 258M)

Ÿ

Examine every noun:

Ÿ

separate at x a y or x e y

Ÿ

lo ok up 1st part in verb-list and 2nd part in noun-list

Noun pre�x su�x

ra | scacielos ra scacielos

rasca | cielos rasca cielos

rascacie | los rascacie los

gua | rdaespaldas gua rdaespaldas

guarda | espaldas guarda espaldas

guardae | spaldas guardae spaldas

guardaespa | ldas guardaespa ldas

guardaespalda | s guardaespalda s

. . .
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Spanish VN-Comp ounds

1. list of verb forms 3. p ers. sg. pres. ind.

2. extract all nouns from corpus (ESCOW 2011: ca. 258M)

Ÿ

Examine every noun:

Ÿ

separate at x a y or x e y

Ÿ

lo ok up 1st part in verb-list and 2nd part in noun-list

Noun pre�x su�x

ra | scacielos ra scacielos

rasca | cielos rasca cielos

rascacie | los rascacie los

gua | rdaespaldas gua rdaespaldas

guarda | espaldas guarda espaldas

guardae | spaldas guardae spaldas

guardaespa | ldas guardaespa ldas

guardaespalda | s guardaespalda s

. . .

Ñ 3750 candidates
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Spanish VN-Comp ounds overview
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Web Corpus Construction

Linguistic Applications

Romance VN Comp ounds

Spanish VN-Comp ounds with base p orta
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Cliticized versions of the German inde�nite article

�Exp ected� clitic forms:

Alternative �reanalyzed� clitics:
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Cliticized versions of the German inde�nite article

�Exp ected� clitic forms:

Ÿ

ein Tisch (nom. masc.) ñ n Tisch

Alternative �reanalyzed� clitics:
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Cliticized versions of the German inde�nite article

�Exp ected� clitic forms:

Ÿ

ein Tisch (nom. masc.) ñ n Tisch

Ÿ

ein Kind (nom. neut.) ñ n Kind

Ÿ

einen Tisch (acc. masc.) ñ nen Tisch

Alternative �reanalyzed� clitics:
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Cliticized versions of the German inde�nite article

�Exp ected� clitic forms:

Ÿ

ein Tisch (nom. masc.) ñ n Tisch

Ÿ

ein Kind (nom. neut.) ñ n Kind

Ÿ

einen Tisch (acc. masc.) ñ nen Tisch

Ÿ

ein Kind (acc. neut.) ñ n Kind

Alternative �reanalyzed� clitics:

Ÿ

nen Kind ( acc. neut.)
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Cliticized versions of the German inde�nite article

�Exp ected� clitic forms:

Ÿ

ein Tisch (nom. masc.) ñ n Tisch

Ÿ

ein Kind (nom. neut.) ñ n Kind

Ÿ

einen Tisch (acc. masc.) ñ nen Tisch

Ÿ

ein Kind (acc. neut.) ñ n Kind

Alternative �reanalyzed� clitics:

Ÿ

nen Kind ( acc. neut.)

Ÿ

nen Tisch ( nom. masc.)
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Corpus evidence

Ÿ

Problem: Any go o d explanation in terms of leveling or

morphosyntactic constraints crucially dep ends on the

distribution of the forms.
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Corpus evidence

Ÿ

Problem: Any go o d explanation in terms of leveling or

morphosyntactic constraints crucially dep ends on the

distribution of the forms.

Ÿ

Even for frequent nouns, DEWAC provides only around 10 hits

for the alternation: not enough for statistical testing.
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Corpus evidence

Ÿ

Problem: Any go o d explanation in terms of leveling or

morphosyntactic constraints crucially dep ends on the

distribution of the forms.

Ÿ

Even for frequent nouns, DEWAC provides only around 10 hits

for the alternation: not enough for statistical testing.

Ÿ

It's an example of a rare events phenomenon.
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Corpus evidence

Ÿ

Problem: Any go o d explanation in terms of leveling or

morphosyntactic constraints crucially dep ends on the

distribution of the forms.

Ÿ

Even for frequent nouns, DEWAC provides only around 10 hits

for the alternation: not enough for statistical testing.

Ÿ

It's an example of a rare events phenomenon.

Ÿ

No other corpus than DECOW2012 is huge enough or contains

this kind of variation.
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Corpus evidence

Ÿ

Problem: Any go o d explanation in terms of leveling or

morphosyntactic constraints crucially dep ends on the

distribution of the forms.

Ÿ

Even for frequent nouns, DEWAC provides only around 10 hits

for the alternation: not enough for statistical testing.

Ÿ

It's an example of a rare events phenomenon.

Ÿ

No other corpus than DECOW2012 is huge enough or contains

this kind of variation.

Ÿ

Cf. Sayatz and Schäfer, 2013
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Amounts of data

Ÿ

Queried:

Ÿ

[word="ein"%c] [p os="ADJA"]* [p os="NN"] etc.

Ÿ

[word="n"%c] [p os="ADJA"]* [p os="NN"] etc.

Ÿ

Results:

Ÿ

Non-cliticized forms (total): 122,237,751

Ÿ

Cliticized forms (total): 3,142,482
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Co ordination with mixed articles

(1) a. Phyliss Jo, hatte ich ja auch, b ei mir wars eher ein

Rauschen und n Vibrieren o der so. . .

b. auf der hinfahrt gibts n quiz und ein tippspiel wo man geile

sachen gewinnen kann. . .

(2) a. ich suche b ei euch nach einem Newsletter o der nem

RSS-Fedd für die Releas-List, gibt es so was?

b. sollte ich mir welche zulegen dann nur von nem Züchter

o der einem Händler mit Züchternachweis.
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Barely enough cases

For the mixed clitic/non-clitic co ordination structures, we wanted

to check for ordering preferences. There are barely enough cases for

even simple hyp othesis testing:

Constr (Dat) Freq Constr Freq (Acc)

einem N und einem N 33,119 einen N und einen N 26,102

einem N und nem N 110 einen N und nen N 202

nem N und einem N 115 nen N und einen N 189

nem N und nem N 714 nen N und nen N 1,768
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Determining factors which favor the cliticized form

In the end, we could take large samples (2,000) for rare events

regression with equal numb ers of clitized and non-cliticized forms.

Predictor Signif Co e� OR

(Intercept) *** -0.909 0.403

GenMasc *** 0.346 1.414

GenNeut *** 1.536 4.644

CasNom *** 0.353 1.425

CasDat *** 0.633 1.882

Adj1 *** 0.430 1.538

LeftPrp *** 0.553 1.739

LeftIntp *** 1.260 3.527

LeftSo *** -1.045 0.352

GenMasc:CasNom *** 1.131 3.100

GenNeut:CasNom * 0.520 1.683

GenMasc:CasDat *** -0.709 0.462

GenNeut:CasDat *** -1.428 0.240
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German

Case and gender

Using the data from the regression, we could show that

non-cliticization is preferred in those forms of the paradigm which

are monosyllabic in the full forms anyway.

Fem Masc Neut

Nom -0.556 +0.921 +1,500

Acc -0.909 -0.563 +0.627

Dat -0.276 -0.639 -0.168

. . . and much more!
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Web Corpus Construction

Linguistic Applications

Cliticized Inde�nite Articles in German
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